
Regulatory Distortions and Capacity Investment: The Case of China’s
Coal Power Industry

July 29, 2020

CLICK HERE FOR LATEST VERSION

Abstract

China’s coal electricity generation market features a unique regulatory structure: production is largely determined at the

discretion of state planners, but investments in productive capacity can be made privately. Using a newly constructed dataset,

this paper estimates how planners are influencing these investment incentives via a structural model: First, I estimate a novel

discrete choice model of planners’ behavior which measures misallocation due planning. I then develop a dynamic discrete

choice model of capacity investment and entry with uniquely important traits in the Chinese setting: a nonstationary dynamic

environment with policy shocks, unobserved heterogeneity in costs, and market-level heterogeneity in returns to investment.

I find that electricity demand could be met at a modest 3% lower cost per unit with efficient electric dispatch, with additional

environmental damages from carbon emissions. But, accounting for distorted marginal costs and capacities via dynamic

responses can nearly double the losses in counterfactual simulations.

1

https://www.tomeisenberg.com/s/JMP_Draft_Latest.pdf


1 Introduction

There is a large and growing literature on factor misallocation in developing countries, with a particular focus on China due
to papers like Hsieh and Klenow (2009). China has varied and complex industrial policies across different markets, which
have recently received empirical attention (for example, Kalouptsidi (2018) and Jia Barwick et al. (2019) in shipbuilding).
One particularly closely managed industry is China’s coal power market, is the largest electricity market in the world. China
is especially dependent on coal power compared to the US and Western Europe, with over 70% of its electricity production
coming from coal (Aden et al., 2009). Coal use also carries with it substantial environmental externalities from carbon
emissions. This market is thus the most important market globally from the perspective of climate change policy. Any policy
changes to this market carry large direct and indirect effects.

A common policy proposal is to "restructure" an electricity generation market. This would move production from planned,
government-determined schedules, like China’s current setup, to a market-based allocation scheme meant to promote effi-
ciency and competition. For example, US wholesale electricity markets use multi-unit auctions that are on average extremely
competitive. Such conversions have been studied extensively in the US and Europe by Fabrizio et al. (2007) and Newbery
and Pollitt (1997). Gao and Van Biesebroeck (2014) have analyzed initial reforms in the Chinese market in particular. These
studies tend to focus on whether plants became more efficient on the intensive margin–that is, whether new incentives induced
by market-based allocation encouraged plants to run more efficiently from a technical perspective.

Studies of electricity restructuring rarely address two important questions: First, given the existing physical infrastructure
of a country’s electrical grid, are planners assigning production in an efficient manner? By having heterogeneous plants pro-
duce at differing levels, aggregate targets could be met at lower costs. Second, the output misallocation in such markets comes
with strong dynamic implications. This favoritism comes with strong dynamic implications: if plants anticipate that they will
not be awarded production in line with becoming more efficient and/or larger, they will change their investments capacity in
response. This can lead to long-term welfare losses, as investments in power generation capacity are usually irreversible, and
even in the aftermath of policy intervention welfare losses may persist. These dynamic incentives are especially important
in a rapidly growing economy like China’s. Misallocation in this case can be thought of as resulting largely from favoritism
shown to (or not shown to) different firms.

China presents a uniquely challenging regulatory environment for this type of analysis: decisions are made by differing
authorities across markets, policies may change exogenously and without warning from central planners, and growth has been
so rapid in recent years that the market is not governed by a stable, stationary dynamic process. China also features a unique
regulatory setup where production and pricing decisions are mostly controlled by the government, while investment decisions
can be made for profit-maximizing reasons.

This paper has two goals: to estimate the extent of output misallocation generated by planning policies in China’s coal
power industry, and to quantify the effect of these policies on plant-level capacity investment and aggregate costs over time.
The answers to these questions help to measure the potential short- and long-term effects on plants from policies like market
restructuring, and they also shed light on the current objectives of planners in China. Planners, who are solely responsible for
allocating production across power plants, face many tradeoffs in making their decisions, including political considerations,
notions of fairness and market concentration, and labor concerns. The major contribution of this paper is to develop a frame-
work that measures the net effect of all of these considerations, and model the dynamic investment decisions of plants who
take them as a primary factor in determining their production. This paper focuses solely on the generation side of China’s coal
power sector, as opposed to the transmission or distribution side.

The main data set for this analysis is a combination of the commonly used Annual Survey of Manufacturers from China’s
National Bureau of Statistics, and a confidential census of coal power plants conducted by the Chinese government called
China Power Plant Annual Statistics. This allows for the construction of a novel dataset which includes output price, input
price, electricity production, coal use, nameplate capacity, and heat rate information for over 1500 coal power plants. I
supplement this with province-level electricity import and export data from the proprietary CEIC database. For high-level
comparisons to the United States, I use plant-level data from the US Energy Information Administration.
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The empirical framework of this paper consists of two stages: a static model and a dynamic model. I first develop and
implement a novel method to identify costly losses from misallocated production in China’s coal power market. In turn, I
develop a tractable dynamic model of this industry to gauge the effects these distortions have on a plant’s capacity investment
decision, and the implications this may have for costs and market shares. Electricity production often involves a dynamic
investment decision, but plants under a policy regime like China’s face an additional consideration: shocks to the amount of
electricity they are allowed to produce may be persistent or even time invariant, which may drastically distort their lifetime
expected stream of profits.

The key objects of interest from the static model can be thought of as output "wedges" from the misallocation literature
(see, ie Restuccia and Rogerson (2008) or Hsieh and Klenow (2009)). These wedges rationalize a plant’s observed production
versus what it would be given under "efficient dispatch", where plants are allocated production based purely on their cost
ranking (and random shocks). My approach is exploits the planned nature of this market, as I can explicitly model the
allocation of output by regulators. Planners make discrete choices that depend on a plant’s capacity, marginal cost, and wedge
(or policy distortion). Each wedge can be thought of representing the effect of unobserved constraints or inputs into each
planner’s objective function.

Despite the findings in Gao and Van Biesebroeck (2014) that initial reforms were successful, it is widely understood that
China has yet to truly move away from planned production in this market, and according to Resources for the Future, there
still is "no spot market" for coal power generation in China (Ho et al., 2017). The wedges can also be thought of as capturing
the net effect of multiple levels of industrial policy in this market, similar in spirit to structural papers like Kalouptsidi (2018)
or reduced form papers like Lane (2017).

Given an estimated wedge for each plant-year, I then specify and estimate a dynamic discrete choice model of nameplate
capacity investment where plants track their costs, capacity, and wedges. Taking a plant’s decision to enter as exogenous, I
also model a plant’s initial period investment decision. Investment is particularly important in the power generation context,
as a plant’s ability to generate electricity is strictly limited by its nameplate capacity. Additionally, private investment is both
allowed and encouraged, so the decision to invest is essentially a profit-maximizing one, subject to the onerous regulatory
framework of the static market.

While there have been many recent empirical studies that look at electricity in developing countries, and possible efficiency
losses from government policy (such as Ryan (2014) or Gao and Van Biesebroeck (2014)), as well many empirical dynamic
papers on power plants (like Abito (2017)), very few studies combine the two. This paper contributes to that literature while
examining a policy-relevant and complex setting like China.

China’s coal power industry requires a uniquely complicated dynamic model to accurately capture it. First, market demand
(and thus aggregate capacity and supply) are growing rapidly through my entire sample period of 1998-2007. This suggests
that the dynamic environment plants face is extremely nonstationary. Second, there are several large one-time quasi-exogenous
policy changes that may drastically affect payoffs in this market. Chief among these are the 2002 restructuring reforms which
plausibly changed the structure of almost every province, and which elicited plant-level responses in efficiency according to
Gao and Van Biesebroeck (2014). Third, there are a second set of policy changes that may differ across markets, such as a
brief experimentation with market-based mechanisms in Guangdong, that mean returns on investment may differ significantly
across provinces.

These three facts form the basis of my dynamic model. Starting with a backbone of a three-dimensional continuous-state
Rust (1987) style model, I incorporate a combination of perfect foresight assumptions from the durable goods literature like
Conlon (2012), nonstationary aggregate state approximation models from Weintraub et al. (2008) and Weintraub et al. (2017),
nonstationary nested fixed point methods from Rust and Phelan (1997), and parallel computing methods to quickly calculate
value functions that vary across markets. Overall, the dynamic analysis of this paper borrows methodologically from a wide
range of sources. I also incorporate approximation methods for state space reduction similar to those in Leslie and Sorensen
(2014), and solve everything using collocation methods as describe in Fackler and Miranda (2002). To my knowledge, this is
the first analysis that estimates a capacity investment model with all of these features.
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This combination of methods allows me to make key simplifications: like in the agricultural context of Scott (2013), there
is a large universe of possible aggregate states (average prices, total demand, total market capacity) that could influence the
government’s allocation policy, and thus each plant’s expected returns. Additionally, there is a large amount of missing data
for several candidate aggregate states, like average output price. Assuming plants take the year to be a state variable and
have perfect foresight over its sequence, similar to Conlon (2012), provides a computationally tractable way to circumvent
these issues. Plants are aware of the states that influence policy, and they only care about their evolution to the extent that it
affects their payoffs. Thus, year and market specific value functions should capture all possible payoff-relevant information
that plants are exploiting. These methods come with a cost: I am unable to reconstruct full counterfactual equilibria that
incorporate plants responding to each other, and have to focus any counterfactual analysis on representative firms (done in
many similar papers, including Timmins (2002)).

I find reduced form evidence that suggests unobserved heterogeneity in investment costs is necessary to include in any
structural dynamic model. Power plant data provides relatively few observable variables that are informative in this dimension
beyond costs and capacity, so I use the EM algorithm to estimate a mixture model of discrete investment types, similar to
Keane and Wolpin (1994) or Scott (2013). This comes with two problems: First, mixture models are generally improved
if it is possible to specify a relationship between an observation’s initial conditions and its type. Second, absent this, my
estimates tend toward a corner solution where all plants that never invest are grouped into one "type" where investment costs
are unrealistically high. Modeling the initial investment decision of entering plants largely resolves both issues. Importantly,
this also allows a plant’s type to be correlated with its initial capacity level.

The first-stage static exercise measures an upper bound on the gains from market restructuring. I find that, on average,
provinces would be able to meet aggregate electricity demand at a 2.8% lower per-unit cost if planners fully prioritized
marginal costs in assigning production. Within my sample, this corresponds to roughly $3.8 billion in savings. I find there
would be an additional $93 - $900 million in savings from carbon emissions. These savings stem largely from smaller, higher-
cost plants being favored by current allocation policies. Kahrl et al. (2013) investigate detailed engineering data for one
province and find optimal cost-based dispatch would generate similar savings of 4-5%. I find removing the policy distortions
brings correlations between utilization and marginal cost measures in China much closer to those in the US. This evidence
suggests removing the wedges is roughly equivalent to a practical upper bound for the gains from moving to a market-based
system.

In the dynamic setting, I find several key interactions between output misallocation and investment: First, plants that do not
forecast their expected distortions change their investment behavior by less than one third the amount that a forward-looking
plant does. Second, investment behavior is extremely sensitive to a plant’s current and future wedges, with a persistent 1
standard deviation reduction resulting in a 25% decrease in a plant’s probability of making a large investment. Higher wedges
increase a plant’s investment frequency more than an equivalent decrease reduces it. Third, entrant investment decisions are
even more sensitive to a plant’s anticipated production stream.

Counterfactual simulated investment paths for plants at different levels of wedges show that, because of the cost savings
associated with scaling up in power plants, costs may differ substantially after a short period of time. On average, after only 7
simulated years, per-unit costs for a plant with identical initial conditions differ by over 1.5%. Counterfactual simulations of
a sample two-plant market show that this comes with large consequences for per-unit production costs. While the effects take
several years to set in, by 2007 the increase in costs from observed policies vs a policy that aggressively pursues efficiency
nearly double after taking into account the dynamic effects. This suggests that many years down the road the effects could be
even worse. I also estimate that, starting in 2000, by 2007 a 75th percentile plant is on average 1.67 times larger than a 25th
percentile plant after investing under observed production allocation streams. If these allocations are "swapped", that is, the
75th percentile plant receives the expected stream of the 25th percentile plant and vice versa, this number jumps to 2.45.

Observed policies are thus consistent with an effort to keep concentration low. This finding mirrors many of those found in
papers on preferential treatment in procurement auctions, such as Saini (2011), Krasnokutskata and Seim (2011), and Marion
(2011). This is by no means the only additional potential concern in planners’ policy functions, with other possible inputs
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including labor concerns, promoting aggregate capacity, and avoiding infrastructure constraints.
The history and explicit policies of this market support the limiting of concentration as a goal: in 2002, the Chinese

government broke up a large state-owned generation company with 50% market share into 5 smaller companies. But, they did
not remove the strict price and quantity controls that power plants face in this market. Similarly, while provincial authorities
have a fair amount of freedom in conducting their electricity dispatch, there is a general "guiding principle" of "fair dispatch"
according to Ho et al. (2017) and others, where many planners are explicitly trying to equalize utilizations across plants.
The exercise of market power is a common concern in restructured electricity markets, discussed extensively in articles like
Borenstein et al. and Borenstein et al. (2002).

In summary, my empirical framework allows me to recover both policy distortions and a plant’s investment policy function
in an extremely complex environment, while remaining faithful to the regulatory environment that plants face in China. In
section 2, I further discuss the industry background, context, and data sources. In section 3, I present motivating reduced
form evidence. In section 4, I present both a static model of planners’ decisions to allocate production and a dynamic discrete
choice model of capacity investment. Section 5 discusses estimation and parameter estimates, while Section 6 discusses
counterfactual results. Section 7 concludes.

2 Industry Background and Data Description

2.1 Industry Background

China’s current electricity production model began around 1998. According to Xu and Chen (2006), 1998 marked the start of
a shift toward efficiency-focused reforms after decades of growth-focused policy. The state no longer held a total monopoly
over the power generation industry like it traditionally had, and the market now had "a...structure composed of diversified
investors" (Xu and Chen, 2006). However, this by no means resulted in a smoothly-functioning market system: "The reform
in the electricity industry was mainly on the governmental level, the old regulatory system did not change at all in the lower
levels, which remained incompatible with both the power industry’s market-oriented reform and diversified operating enti-
ties...influence from the central government was still very large and the governments, both central and regional, played an
important role in the industry. A modern regulatory system was far from coming into being" (Xu and Chen, 2006).

Put differently, the central, regional, and provincial governments all still played (sometimes conflicting) roles in a plant’s
operation. These actors often had differing political and economic objectives: a provincial head would likely care about
maximizing province-level output or profits rather than ensuring a more efficient allocation of resources across a wider ge-
ographical areas. This is especially important in China, where coal resources are not evenly distributed across the country.
Xu and Chen (2006) state: "Areas rich in primary energy deposits were far from power-load centers. However, market
segmentation by administrative divisions exerted a tremendous impact upon resource allocation; power from cheap, clean
energy sources were rarely distributed across provincial divides due to inter-political barriers." Only adding to these frictions
is China’s underdeveloped transmission apparatus, which adds a physical barrier to the existing political ones.

Xu and Chen (2006) also indict the pricing system, claiming there was both a lack of uniformity and enforcement across
plants. As a result, "prices could not reflect the true relationship between supply and demand." The authors also claim that
pricing and investment conditions placed independent power producers "at a disadvantage compared to state power plants" at
times when there was enough capacity to meet demand.

In 2002, there was a major attempt to reform some of these processes, with regulatory authorities breaking up the largest
state owned plant into five smaller ones. Gao and Van Biesebroeck (2014) estimate the effects of these reforms and find that
there were, in fact, modest efficiency gains, in that some plants became more technically efficient in response. Despite these
gains, it is widely acknowledged that the "second stage" of the reforms never took place: power plants were never allowed to
independently set prices or quantities, and it was widely agreed that small-scale experiments in creating true markets did not
produce the returns that the Chinese government wanted.

5



Limited competition was first introduced experimentally in 2000 in Shanghai, Zhejiang and Shandong, and later that year
in Liaoning, Jilin and Heliongjiang (Ma, 2011). Within these provinces, only a subset of plants were chosen, and only small
portions of their production were eligible for the programs. These experimental reforms contributed to large differences across
markets in addition to their already substantially different underlying qualities like density or natural resource endowments.
While efforts have been made to separate China into 6 regional grids that can freely transmit electricity between provinces
have been made, production and pricing decisions still mostly take place at the provincial level (see, ie, Ho et al. (2017) and
Liu et al. (2013)).

2002 and 2003 also saw drastic changes in coal input markets. Coal had generally been sold on a "two-track" system prior
to these years, where quotas of coal were sold at fully planned prices so as to ensure electricity production was met at certain
cost targets (see Ma (2011)). After these quotas were met, all remaining coal was sold via market mechanisms. Coal input
markets began to transition to fully market-based allocation schemes around this time. As documented in Liu et al. (2013),
this lead to an increase in coal prices for most power plants, and power plants were unable to similarly raise their output prices
due to policy constraints. A limited policy response later followed: in both 2004 and 2006, the government instituted "coal
and electricity price co-move" policies, that allowed for limited windows of price increases.

Taken in total, the various market-specific and national policy changes lead to an extremely complex and volatile dynamic
environment for plants. Any plant that is forecasting its lifetime profits in order to make an optimal investment decision would
be accounting for the extreme non-stationarity of this market as a first-order concern. Any dynamic model of this market to
be able to capture the extreme heterogeneity in payoffs that plants may face (and thus forecast) across each year and market.

My sample extends through 2007, and all of these policy examples occur during my sample period. However, the literature
suggests that many of these cost and efficiency problems persist well after 2002: Liu et al. (2013), writing in 2013, say that
"power-generating companies...must sell their output at regulated prices that often do not cover costs." In the present day this
results in some power plants cutting their supply in protest, resulting in painful blackouts for many people. Thus, while my
sample period is largely historical, the question of how to reform allocation mechanisms in this market remains a pressing
policy question, especially as China renews its efforts to reform this market.

Smaller scale papers on this market have provided some initial answers: Zhao and Ma (2013) study a panel of 34 large
power plants and find that there have been efficiency gains in response to the 2002 restructuring. Ma (2011) provides an
overview and empirical summary of the "on-grid tariffs", or prices that plants have been allowed to charge for their output,
over the past couple of decades. Liu et al. (2013) establish an empirical link between coal prices and electricity output prices,
and find that electricity pricing authorities are generally slow to respond to market-driven changes in the coal price. Wei et al.
(2018) provide some initial results on economic dispatch incentives, though they do not use observed production for each
plant.

2.1.1 Investment

Ren et al. (2019) detail how China has ambitiously invested in coal power despite attempts to move to more environmentally-
friendly field sources. While their analysis focuses mainly on later years than this paper, 2013-2016, it provides some key
context for earlier periods. Namely, explain that investment approval processes operated under relatively centralized mecha-
nisms until 2014, at which point control shifted almost entirely to province-level regulators.

Under this centralized regime, the government explicitly directed that coal plants be given close to equal utilizations
determined by annual contracts so as to encourage investment. Prior to 2003, prices still did not operate in such a way that
investment was especially profitable, while market-oriented reforms around 2002 and 2003 began to relax the strict pricing
standards that had previously been in place.

The literal investment process has historically been very opaque. According to Ren et al. (2019): "Prior to 2014, the central
government retained sole authority to approve coal-fired power projects. The approval process was often lengthy and costly..."
The authors also mention that there is a lack of transparent criteria for investment approval, and that while central authorities
approve investment, provincial governments are often involved in the process via their role as investors in the power plants.
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The relationship between investment and production in Chinese coal power can be summarized in the following way:
investment is often incentivized through granting plants favorable production terms or prices, and due to opaque approval
processes this is a necessary "carrot" to provide to some plants. Power plants generally are subject to similar approval rules
across provinces, and applications for investment are often made by private (or pseudo-private) parties. Thus, there is a
combination of profit-maximizing actors making entry and investment decisions, while being largely unable to control their
quantities and prices, and without obvious contracts that determine these 1.

2.2 Data Sources

The key dataset to this paper is a confidential survey of coal power plants conducted by the Chinese government. It covers
the universe of power plants from 1995, 1997-1998, 2000, and 2002-2011 2. Major variables include a plant’s name, power
generated, coal used, and nameplate capacity. The plant’s name is used to find locations and ownership status, which is key
for identify state-owned plants 3. The fullest version of the dataset contains 21,121 plant-year observations. From this data I
can also derive a plant’s "heat rate", a standard measure of efficiency calculated by dividing coal input by power output. This
will be the main index I use to assess cross-plant physical efficiency levels, and the associated emissions from each plant’s
output in counterfactual scenarios.

My analysis primarily depends on a subsample of plants that can be merged with the annual manufacturing survey from
the Chinese National Bureau of Statistics to get revenue and expenditure information. I use the larger sample with more
limited variables to aid in the construction of competitive fringes and market-level aggregates in my analysis, but plants
that are modeled individually come from this sample. A smaller subset of observations (mostly determined by markets that
have complete time series of enough plants) is then fed into the dynamic analysis. See the Appendix for the full details and
comparisons of each sample. Roughly 60% of aggregate capacity remains in the data when financial variables are included
since mostly smaller plants are dropped. The final sample includes 504 unique plants 4. Below is a table of summary statistics
showcasing how plants are getting larger and more efficient over time, and how there has been net entry into this market.

Table 1: Means of Major Variables, 1998-2007

Year Cap (MW) Prod (MW) Price (000 RMB/MWh) Phys. Cost (000 RMB/MWh) Heat Rate (tons/MWh) N
1998 384.58 216.73 0.26 0.17 0.55 195
2000 422.75 239.15 0.28 0.17 0.60 193
2002 484.50 297.51 0.27 0.17 0.60 221
2003 491.99 328.71 0.29 0.19 0.55 232
2004 509.97 349.23 0.26 0.19 0.56 283
2005 549.39 361.71 0.29 0.23 0.56 292
2006 636.19 391.38 0.28 0.22 0.54 326
2007 693.14 416.70 0.31 0.25 0.53 351

Notes: Table depicts summary statistics for years 1998-2007. Physical variables are from confidential power plant survey, financial variables are from a
combination of physical dataset and financial variables from annual NBS manufacturing census. One RMB is roughly .15 dollars, so the output price in
1998 of .26 000 RMB/MWh would equal about 40 dollars per MWh, while the 2007 output price would be more like 47 dollars. Figures are for "revenue"
sample.

2.3 Trends

Even from this fairly limited sample, it is plain to see that both aggregate and plant-level variables are extremely volatile.
From a modeling perspective, there will be extreme nonstationarity to account for in any dynamic analysis:

1There are many power markets where something like cost of service regulation is in place, and prices and quantities are easily determined via a formula,
even if they are not set via profit maximization. This is not the case in China.

2Thank you to Shanjun Li, Deyu Rao, and many others for preparing this data and allowing me to access it.
3While this paper does not analyze ownership status in-depth, I do so in another upcoming paper.
4In robustness checks, this analysis also makes use of electricity trade balance data across provinces in China. The CEIC database for China lists electricity
imports and exports at the provincial level for 1995-2014.
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Table 2: Total Electricity Production and Growth Rate By Year, 1998-2007
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Notes: Restricted only to sample that has full set of physical and financial variables. For missing years, growth is assumed to be constant
across the 2 year gap. Production data comes from confidential power plant survey.

Production grows rapidly each year, and is extremely volatile. From 2003 to 2004, production multiplies by almost 1.3.
This is consistent both with the large amounts of net entry seen into the market, as well as demand and production potentially
growing for incumbent plants. Results in the appendix on aggregate and average plant-level utilization confirm that volatile
aggregate trends are resulting in volatile individual production levels. A forward-looking plant could forecast aggregate
production or demand as a state variable, but it is difficult to say directly how it should be affecting their payoffs.

While these aggregate states should have some relationship to individual-level plant profits, I do not observe individual
prices or costs for most of the plants contributing to these numbers. Thus, any model I specify for this relationship will rely
on strong assumptions about these missing plants. Instead, I choose to model plant-level variables with the observations that
I have, and let the relationship between these and aggregate variables be determined more flexibly.

Investment behavior responds to these conditions. The following graph provides the percentage (within a given year) and
number of plants that invest for each available year:
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Table 3: Percentage and Number of Firms Investing By Year
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from capacity panel in confidential physical power plant survey.

The percentage of investors falls sharply starting around 2006, but the raw number of investors is more stable. Part of this
is mechanical: there is net entry into the sample over this span. The 2002 restructuring effort may have affected investment
patterns based on the large dip in 2002/2003. Throughout the sample, investment was common, lumpy, and occurring across
a range of plants. After the sample ends, the global financial crisis also likely slowed investments for a couple of years, while
the overall Chinese "boom" began to slow down too. In the appendix, I establish that average utilization rates and investment
frequencies differ drastically by province. I also confirm both the intensive and extensive margins of investment choice are
changing over time.

Any model of this market will have to account for changing investment patterns by year and province. It is first instructive
to look at how the plant-level behavior changed translated into the aggregate. This is a period of substantial net entry in China,
and both incumbent investment and capacity additions due to entrants are important during this time:
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Table 4: Incumbent vs. Entrant Capacity Added, 1998-2007
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Notes: Added capacity is entrants in the current year plus investments made last year by incumbents. Graph covers all provinces. Data
comes from capacity panel in confidential physical power plant survey. 1999 and 2001 are missing and linear trends are assumed for
these years. Covers only firms for which financial and revenue information are both available.

After 2002 there is a spike in both entry sizes and investment. This reinforces the story that there are at least two "periods"
firms are facing as they forecast.

Aggregate descriptive evidence has helped to establish several key facts: across both years and markets, plants face a
highly nonstationary environment due to policy variation. Aggregate data is consistent with heterogeneous plant-level policy
responses, but a more granular analysis of investment decisions is necessary to establish this.

2.4 Plant-Level Analysis

There are two major physical channels of heterogeneity across power plants: heat rate (which factors into marginal cost)
and nameplate capacity. Given that production is set by central planners in China, dispatch could be done along efficiency-
promoting lines. Production could allocated to minimize costs given existing capacity distributions, or even it incentivize
optimal investment. Evidence suggests that neither occurs. Plants may be forward looking and respond to this decoupling of
production and efficiency through investment. In this section I establish that, under this complex regulatory regime, plants are
heterogeneous with respect to their costs and capacities, production is not being allocated efficiently at the plant level, and
that plants are forward looking in their investment behavior in turn.

2.4.1 Costs

Fuel costs account for a massive share of a power plant’s operating costs. While investment costs tend to be between 30 and
50% of a plant’s total costs, fuel costs represent 70 to 90% of the marginal costs that are incurred for an already operating
plant 5. For a coal fired plant, coal is the near-exclusive source of fuel 6. Thus, any output misallocation in coal power
plants can be determined almost entirely by looking at heterogeneity in (linear) marginal fuel costs. Accounting for nameplate
capacity (a hard capacity constraint), a lower coal cost plant would be allocated more production (and thus coal) in a planning

5For reference, in my dataset the median ratio of wage expenditures to input expenditures is between in 7 and 8%.
6In my dataset, oil is on average used .1% as much as coal, and the vast majority of plants record no gas use.
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regime concerned with overall cost minimization. It is necessary to establish that dispersion in this measure exists, and that
correlations between these costs and production are suboptimal from an overall cost perspective.

Table 5: Utilization vs. Cost: 2002
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Notes: Includes data for all (30) provinces. Data are from confidential survey of powerplants and NBS annual manufacturing survey
which provides input price information. One dot represents one powerplant. Note that costs and utilization are negatively correlated.

100% utilization in the lowest cost plant is likely unachievable since costs often "spike" near full utilization. But, we would
expect to see a strong negative correlation between cost and utilization in a regime concerned with overall cost minimization.
There are many explicit directives in place to equalize utilization across plants regardless of cost (see Liu et al. (2013)) in
China. This is not an iron law of electricity production in China, but rather a "guiding principle."

There should be room for improvement in reallocating production to Chinese coal power plants, but any model trying to
assess this has to account for the complex and difficult nature of assigning dispatch under uncertainty. A simple comparison
of current production modes to optimal dispatch based only on observed costs, while informative, will likely vastly overstate
the possible gains. In the results section, I compare China’s dispatch system pre- and post-deregulation as predicted by the
model in this paper to the US.

2.4.2 Investment and Capacity

Capacity and marginal cost are technically separate, but in addition to determining a plant’s production limit, capacity in-
fluences marginal costs directly. This may be both physically (larger generators are more efficient) or due to mechanisms
in input markets. Ex ante, we would expect a higher investment probability for lower cost plants of the same capacity, as
they should expect to gain more profits over time. This may be complicated somewhat by the opaque pricing scheme in the
Chinese context, so it is necessary to verify this empirically. A possible outcome of this regulatory regime is low cost plants
are underinvesting because they cannot fully exploit the savings from becoming larger.

Under many traditional models of investment, returns to capacity are diminishing (see, ie, Ryan (2012)). A plausible
expectation would be for plants to invest until they reach a target size such that the return has leveled off, and then stop
investing 7. This would imply a negative relationship between size and investment probability.
7Plants are operating in a non-stationary environment, so there is not, ex ante, an obvious relationship to predict regarding size. However, all specifications
include year and at least market-level fixed effects, so to the extent that payoffs vary systematically over time, that variation is controlled for.
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Table 6: Regressions of Investment on Current Size and Cost

Investment (MW) Investment (Binary)
VARIABLES

Utilization 110.4
(46.4)

Price (per mWh) 277.2
(58.8)

Capacity (MW) 0.0180 -0.544 .025 -.54 -2.3 e-05 -6.0 e-04
(0.00949) (0.0274) (.01) (.03) (1.67 e-05) (5.09 e-05)

Constant -65 10.88 310.4 -6.7 296 .107 .50
(33.7) (83.57) (19.53) (84) 23 (.147) (.04)

Marginal Cost 94.7 77
(45.6) (68)

Fixed Effects Plant Mkt Plant Mkt Plant Mkt Plant

Observations 1,498 1,498 1,498 1,498 1,498 1,498 1,498
Number of Plants 428 428 428 428 428 428 428
R-squared .01 0.050 0.275 .052 .276 .059 .131

Investment variables are derived from capacity differences over time in confidential power plant survey. Binary investments are conditional on being at
least 10% of existing capacity. 1999 and 2001 investments are missing and interpolated from 1998, 2000, and 2002 data.

We can see here that many specifications of a model relating investment to size predict a positive or neutral relationship.
There are several plausible explanations for this phenomenon, such as the fact that plants may be operating in a non-stationary
environment, or that there is unobserved heterogeneity in investment costs, or a combination of the two. Given that capacity is
the largest determinant of how much a plant can produce, it should matter a lot for profits and be closely linked to investment
patterns.

Individual fixed effects are clearly important for predicting a negative relationship. This could indicate there may be plants
with systematically different costs from each other. In this case, these potential "low cost" plants would be exploiting their
status and investing often, while the vast majority of plants simply face costs too steep to make investment ever worth it. In the
appendix I establish that there are many "multi-investment" plants, and many plants that never invest. This table also confirms
that both higher utilization and price are associated with higher investment, which is consistent with the hypothesis that plants
are able to profit-maximize through the investment channel.

Similarly, a positive relationship between marginal cost and investment is observed without the inclusion of fixed effects.
While this is complicated by pricing moving with costs, this may be explained by the misallocation present in the market:
more efficient plants may not actually receive more favorable profits, so they do not have increased investment incentives.

3 Model

The reduced form results provide an inventory for what is needed in a structural model of the market: it is necessary to
both measure period by period misallocation and how this affects a plant’s dynamic investment decision. The static model
must be capable of isolating plant-year level misallocation "wedges" from unobserved cost shocks, and the dynamic model
must account for a plant’s capacity, physical marginal cost, expected wedges, province, year, and unobserved heterogeneity in
investment costs. The allocation model, which estimates planner policy functions and thus plant-level payoff functions, serves
as "step one" in the analysis.

While plants are likely to be indrectly influenced by each other’s behavior, the major factors that determine their decisions
(price, quantity, investment costs) are decided directly by authorities. While dispatchers or the federal government wouldn’t
consider each plant in isolation, plants do not directly strategically interact. I thus consider the dynamic game aspect of this
market to be second-order and choose a single agent model for the dynamics.
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3.1 Overview and Notation

Power plants 8 i exist in each market m and are allocated production in each period t = 1, ...,∞. Except where necessary I
suppress the market index. Each market is governed by one planning authority who delegates production qit for each plant,
which is determined by a plant’s cost ccit and wedge µit . ccit consists of a physical component HRit based off of a plant’s
heat rate, and an input price wit equal to the plant’s cost of buying coal. Planners observe each plant’s cost and capacity capit

and then make a continuum of discrete choice decisions each period to determine each plant’s qit . µ is already known by the
planner, and represents their idiosyncratic or policy-driven preferences for or against allocating a particular plant production.

Each market contains a composite fringe plant, 0, which is used for normalizations in the static discrete choice framework.
Depending on the market, the fringe consists either of aggregates plants for whom pricing data is not available but produc-
tion data is, and/or a representative "importer" firm whose qualities are imputed from surrounding markets and is assigned
production equivalent to a province’s imports 9.

Prices pit are assigned exogenously by planners based on plant-level characteristics ccit and capit . This is an approximation
to cost-of-service regulation. While this model does not directly have a "price wedge", the inclusion of α2 allows misallocation
in quantity to distort prices over time through changed investment behavior 10. pit and qit combine to form a plant’s period
payoff πit . µit is allowed to depend directly on cc and cap as it evolves over time. µ and cc evolve according to interdependent
AR(1) processes.

Plants make investment decisions in a single-agent, discrete time, infinite horizon framework. Investment is a plant’s
decision to expand its operating capacity capit or not. This is assumed to take 3 possible values, such that a plant can
either not invest, make a "small" investment, or a "large" investment each period 11. Small and large investments come with
associated costs γi(x), where x denotes the amount a plant invests, and i represents the presence of multiple possible discrete
types of investment cost functions. Apart from investment, capit evolves deterministically. Investment decisions are made to
maximize expected lifetime profits, which are determined by a plant’s sequence of payoffs π t=∞

it,t=1 and Rust (1987)-style logit
shocks ε t=∞

it,t=1 over their investment choices, as well as any costs they incur from investing.
Potential entrant plants receive a random entry cost and decide to enter or not. Plants who do enter are assumed to make

an initial investment decision to determine their starting capacity. Apart from a different cost structure γe
i (x) and a different

information set prior to their first investment decision, these investments are made just like those for incumbents.
Exit is particularly difficult to model in the Chinese coal power market, as there is both endogenous exit by plants and

forced exit by planners. Since this is a planned market, it is unclear whether an exiting plant (especially a state-owned one)
would receive any kind of meaningful scrap value, and I do not observe who shut down for profitability reasons vs. forced
exits. Because there is extremely large net entry over my period of study, I choose to abstract from an explicit exit model and
incorporate the uncertainty plants face in this regard by choosing a low discount factor β .

Plants receive static payoffs πit over an infinite discrete time horizon. Aggregate demand Qmt is taken to be exogenous by
each planner and plant, and both are assumed to have perfect foresight over its evolution. The same assumption holds for the
sequence of entry and exit within each market. Plants approximate these variables as well as any possible policy changes by
forecasting their payoffs under non-stationary conditions. for the first 10 years t = 1, ...,10 plants have perfect foresight over

8For the purposes of the model, all decisions are made at the plant level, rather than the firm level. There are several reasons behind this: First, my
understanding is that most privately owned plants are actually the sole plant owned by the operating firm in many cases. Second, for cases of common
ownership, like large, state-owned firms, their plants tend to be dispersed across many markets. For example, in 2006, the smallest one of these firms had
plants in at least 10 distinct markets, many of which are cut off from each other due to China’s transmission infrastructure. Third, within a province these
plants are likely far from each other, and the government generally has enough power over both prices and quantities that plant dispatch decisions would be
assigned mostly separately. Taken together, these all mean that plant-level decisions with some possible shifters for state-owned firms should capture almost
all of what is happening with regard to production and investment.

9In robustness checks I analyze the role of cross province electricity import/export and find static parameters are not particularly sensitive to its inclusion.
Thus, for the main analyses of the paper I omit them to be parsimonious. See the appendix for details.

10I abstract from misallocation via prices directly since there is no obvious optimal rate of return for cost of service regulation, and I do not model static
competition directly in such a way that would generate pricing predictions. Tackling this question directly is a direction for future work.

11Ideally the model would have a finer set of choices, but computational demands require the choice set be kept fairly small. 3 possible choices allows for
two fundamentally different "kinds" of investment, between modest additions to small plants and major upgrades to major sites. Keeping the bins large also
helps limit losses small investments that may just be measurement error.
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aggregate conditions, represented by the inclusion of t as a state variable. Letting t = 10 = T approximate a "terminal period",
plants then forecast their payoffs to be stationary with a value function that assumes payoffs are thereafter determined by the
payoff function from period T .

3.2 Timing

The contains the following sequence of intra-period steps:

1. Plants are allocated production via µ in period t.

2. Random investment shocks ε are realized, and plants make investment decisions x. Plants maximize their expected
lifetime stream of profits, and forecast their future payoffs.

3. Entrant plants make their extensive entry decision and then invest.

4. Profits in period t (including investment shocks and costs) are realized.

5. Investments realize and time iterates, with Qmt as well as any other aggregate state variables evolving deterministically.

6. Period t +1 starts with new capacities, costs and values of µ .

Let sit = (µit ,ccit ,capit , t,m,k), where k is a plant’s cost type. To summarize (with a slight abuse of notation), a plant of a
given cost type solves the following decision to determine its optimal investments:

maxx∈X π(s)+ ε(x)− γ(x,s,k)+βEV (s′+ x|s) =V (s) (1)

Where π(s) represents static period payoffs, γ(x,s,k) are investment costs, ε(x) is a choice-specific logit shock, and
βEV (s′+ x|s) =V (s) are expected future profits.

3.3 Components of Per-Period Payoff Function

3.3.1 Regulator Quantity Policy Function

Each plant is ranked according to a cost index bith in the provincial regulator’s dispatch process:
That is:

bith = µit − ccit + εith (2)

cc represents a plant’s physical marginal cost. µ is a plant-level index that can persistently alter a plant’s expected rank
up or down, causing it to produce differently than if dispatch were conducted purely based on marginal cost (and shocks).
h represents an infinitessimally small time interval over which the regulator makes a continuum of decisions to allocate
production to each plant.

Under optimal dispatch, µ would be 0 for all plants and their ranks would be purely based on cc and unobserved cost
shocks, with the lowest cost plant producing first until its capacity is filled. µ is the vector of parameters of interest–it
represents a plant’s misallocation "wedge" much like in Hsieh and Klenow (2009). µ may represent persistent political
connections, flawed infrastructure, corruption, or an outcome of an unobserved objective function the dispatcher has.

ε captures unobserved shocks. These may be physical costs of production, but may also contain systematic preferences
regulators have regarding costs. Letting ε be a standard Type 1 Extreme Value shock yields the standard logit form for discrete
choice models.

To identify µ for every plant, normalizing E(bit) = 0 for one plant in each market is necessary. Unlike in the standard
consumer discrete choice context, there is no clear "outside option" to normalize like simply not buying a product. Since
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supply and demand have to be continuously and exactly equal in the electricity industry, there is never any observed "excess"
production.

Instead, I take all of the production from plants that are not matched to the financial census (which are on average smaller)
and aggregate it into a "fringe". I treat their aggregate properties as one additional plant in each market 12. This fringe plant
captures a market-level average cost that electricity can be produced at rather than any plant in question, and it has an aggregate
capacity equal to the sum of the capacities of its component plants.

Plants have heterogeneous productive capacity that needs to be accounted for in the planner’s decisions. Broadly speaking,
a generator is "turned on" for a certain amount of time, and produces in proportion to its capacity. To approximate this,
suppose additionally that if a plant wins a portion ∫i of the continuum of auctions, they will be allocated an annual production
of capi ∗∫i. That is, every time they are "chosen" by the regulator, they are awarded production in proportion to their capacity.
According to the logit structure of the unobserved cost shock, for market size Q, borrowing algebra from Berry (1994), this
would result in the following observed production share:

qit

Qt
=

capitexp( µit−ccit
σ

)

cap0t +∑ j cap jtexp( µ jt−cc jt
σ

)
(3)

The key difference from this and the standard Berry (1994) logit model is that each observed production share has to
be weighted by capacities. Thus, while each plant’s probability of winning follows the standard logit formula, their observed
production share has to take into account the full set of capacities within their market 13. The fringe plant, 0, is still normalized
to have a bid of 0, but their contribution is now weighted by their capacity.

This admits the following representation:

ln(
qit

capit
)− ln(

q0t

c0t
) = β0 +µit −β1ccit (4)

The coefficient on the physical marginal cost represents the inverse of the variance of the unobserved cost shocks. This
equation represents the regulator’s policy function for allocating production in each market.

To account for time invariant portions of a plant’s wedge (such as a persistent political connection), µit will be separated
into a fixed and random effect in estimation: µit = µ f i + µrit . Fixed effects help capture unobserved heterogeneity in plant
cost structure.

3.3.2 Prices

For output prices, regulators care about plant costs and may engage in some amount of negotiation, but prices are more or less
exogenously and idiosyncratically determined based on plant observable characteristics otherwise. Thus, prices as modeled
as such: pi = α0 +α1cci +α2ln(capi)+ εpi.

In practice, prices and quantity are combined to form a revenue function, and an approximation of this function (that still
depends on capacity, wedges, and costs) is estimated to simplify dynamic estimation. See Appendix for details.

3.4 Evolution of State Variables

The model relies on five state variables: (cap,µ,cc,m, t). m, being a firm’s market, never changes and is the same for every
firm within a province. The remainder of the section outlines how the other states transition:

12I also impute a cost and capacity for the decision to import electricity from neighboring provinces, and incorporate this into the properties of the additional
plant if a province both has imported electricity and fringe plants in robustness checks.

13This follows quickly algebraically: if qi = si ∗ capi and si is determined by the logit probability process, then each plant’s q is simply its capacity times its
logit probabilty. Summing over each plant and imposing market size Q generates this result. It is also important to note that Q does not represent the exact
size of the continuum of decisions like M does in the consumption context. Rather, the size of the continuum of choices is a function of the distribution of
capacities in the market and Q, which the planner realizes to meet demand

15



Capacity: Capacity depends directly on a firm’s investment, and otherwise evolves deterministically. Taking a firm’s
current capacity to be capit and their investment to be xit , the capacity transition process is capit+1 = capit + xit .

t: The aggregate state variable, t, serves as a reduced form amalgamation of all aggregate variables that may affect
a plant’s payoff. Implicit in this formulation is that plants either view themselves as small and unable to influence these
variables, or that the regulator imposes conditions in such a way that plants can’t change them with their decisions. Its values
are estimated nonparametrically in each year’s payoff functions before the dynamics are estimated, and plants are assumed
to have perfect foresight over its evolution. Formally, there is a sequence of known payoff functions π1998, ...,π2007, which
receive the other four state variables as inputs each year.

Continuous Plant-Level States: Marginal costs are assumed to be persistent and responsive to both mechanical and
financial input cost shifts from changes in capacity:

ccit = ζ0 +ζ1ccit−1 +ζ2capit + εcit (5)

Via my timing assumptions, costs and capacity are determined prior to µ . The planner observes the operating capabilities
of each plant, and delegates production based off of both this and other, unobserved objectives. Thus, cc and cap can influence
µ contemporaneously 14:

µit = τ0 + τ1µit−1 + τ2capit + τ3ccit + εµit (6)

3.5 Value Functions and Equilibrium Concept

Equilibrium: A plant’s investment decision in theory depends on its values for µ , marginal cost, capacity, price, and
relevant market-level states. The share/revenue equations imply the market states would be Qmt , aggregate production, and
s0mt , and fringe utilization, which implicitly depends on the behavior of every plant in the market. Plants also account for any
market or year level fixed effects in any regulator policy functions or costs.

Modeling and simulating this as a standard Markov Perfect Equilbirum model is infeasible, as there can be dozens of
firms in a given market. Nonstationary Oblivious Equilibrium, from Weintraub et al. (2017) or the moment-based Markov
equilibrium from Ifrach and Weintraub (2017) would be ideal candidates for approximate dynamic oligopoly methods. Both
concepts usually require taking an explicit stand on the aggregate states that influence both firm and planner decisions. This
is difficult in my setting since output and input prices, both of which would be necessary to include, are missing for large
numbers of smaller plants. Thus, accurately measuring market-level average output price, for example, is next to impossible.
The process that generates µ may also depend on several market-level variables, or even the full distribution of plant-level
variables.

With the presence of t as a state, it is straightfoward to motivate a plant’s investment decision as a single agent model.
A plant’s static payoffs only depend indirectly on other agents, through whatever unobserved rule determines their µ . A full
specification of this rule would be arbitrary and a full tracking of every other plant’s µ would be computationally infeasible.
From a plant’s perspective two things are true: First, the allocation of µ is likely to depend heavily on macro shocks that the
plant has little influence over. Second, µ is likely persistent and also dependent on a plant’s observable characteristics. This
suggests that if a plant tracks its own observables (marginal cost, capacity) and its value of µ within a model that allows for
macro shocks, it is a reasonable summary of all the payoff-relevant information that a plant is forecasting over.

Thus, I do not model plants as explicitly acting strategically, but rather I use single agent methods similar to Rust and
Phelan (1997) and Conlon (2012) to build a model that captures the important macro variation in China. My equilibrium

14The two error terms may be correlated in estimation.
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concept comes with an assumption on how macro shocks vary, which requires plants to forecast that the market becomes
stationary at the end of the sample.

Finally, as suggested by the reduced form evidence, there is likely considerable unobserved heterogeneity in investment
costs. I resolve this via a mixture model with two discrete types and the EM algorithm (see, ie, Scott (2013) or Arcidiacono
and Miller (2013)).

Value Functions: Each period, plants make the following investment decision:

maxx∈X πt(µit ,capit ,ccit ,m)+ ε(x)− γ(x,capit)+

βEVt+1(µ
′,capit + x,ccit+1,m|µ,capit ,ccit) =Vt(µit ,capit ,ccit ,m)

Where V represents the plant’s optimal value function and EV is the expected next-period value of that function. γ(x,cap)

represents a capacity adjustment cost function. The t subscripts indicate a potentially non-stationary environment. ε(x)

is the standard logit shock seen in Rust (1987). As in that paper, this should be interpreted as a state variable that the plant
observes and the econometrician does not, which affects the cost of investment stochastically. This permits a standard log-sum
representation of a plant’s expected profits in terms of their investment decision.

3.5.1 Entry

Given the large amount of entry into the market over this time period, I also incorporate the behavior of entrants. Plants
receive a random entry cost, which they observe, and then decide whether to enter or not. I assume there is some fixed number
of potential entrants, N̄, each of whom observes their random entry cost κ jt . Costs are distributed exponentially via Fκ and
governed by mean parameter κ . Firms also know their mixture type, and thus their investment costs, before entry. Given
expected profits, a potential entrant thus solves:

max{0,−κit +max
x
−γ

e(x)− ε(x)+βEVm,t+1(capit+1(x),µit+1(x),ccit+1(x)|x))} (7)

γe reflects that costs may differ for intial investments compared to incumbent ones. I assume that entrant investment costs
are purely linear, and scaled to incumbent ones by a parameter ρe. γ is type-specific but ρe is not. There is no quadratic cost
because for incumbents this term depends on existing capacity, which is not present for entrants.

In the baseline specification, plants forecast receiving province-year mean profits at any capacity level, which includes any
cost savings due to choosing a larger capacity. Note that this specification also includes an assumption that plants receive 0
profits on exit, which I have to impose due to the planned nature of this market.

Given this forecast, the potential entrant enters if κ jt is smaller than the expected value of entering. Defining the value of
entering and operating as V Eit , this generates a probability of entry pe

t = Fκ(V E(sit)).

4 Methods Used To Solve and Estimate the Model

4.1 Planner Behavior Model

Production Allocation: Quantity assignment can be estimated via IV regression with instruments for physical cost. Two
instruments that work well together are lagged physical cost, and the most recent amount invested by the largest plants in a
plant’s market. The reasoning behind the first instrument is straightforward: since cost is persistent yesterday’s cost should be
correlated with today’s cost. But, contemporaneous shocks to cc that would be correlated with the residual of this regression
should not be correlated.
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The investment instrument captures aggregate cost shifts: the large plants in a market likely invested because they received
favorable cost draws or misallocation wedges, and this would only be correlated with a plant’s physical cost through a common
aggregate shock. This common aggregate shock should not affect relative allocations the next period if all plants experience
it, and thus this instrument should be correlated with cc and not µ .

Dealing with "imperfect instruments": Most potential cost shifters like the prices of other fuels or policy changes in
practice are extremely weak instruments for marginal costs. Similarly, since plants may serve entire provinces despite their
locations, it is difficult to find plant-level demand shifters with sufficient variation to identify any parameters. Thus, both
available instruments may be questionable in their validity.

This is not directly testable, but Nevo and Rosen (2012) develop a series of methods to deal with what they call "imperfect
instruments", which has since been implemented in a STATA package by Clarke and Matta (2018).

I use the method developed in "proposition 5" in Nevo and Rosen (2012) which works the following way: Start with
an instrument that is correlated with the error term in the same way as an endogenous regressor, but less endogenous than
the regressor itself. Next, one can vary the assumptions on the instrument’s validity in order to create a new "worst-case"
instrument that generates a lower bound estimate for the parameter in question. Given a second instrument that meets the
same criteria, one can then generate a weighted difference between the two instruments that varies in the opposite direction,
which can be used to develop a bound in the other direction. Given these identified bounds and estimates, inference then
follows Imbens and Manski (2004). Price coefficients are estimated using linear IVs and the same instruments as in the
quantity allocation model.

4.2 Revenue Function Approximation

To reduce the state space for dynamic estimation, I first generate a 25 x 25 x 25 grid of the three "micro" states (cap,cc,µ).
I also add each observed quantity of ln(s0) and Q for each year and province (which varies). In total this creates 2,937,500
points. For every point in the grid, I calculate the fitted revenue function implied by my full set of estimates.

I then perform OLS of the log of the fitted revenues on log capacity, cc, µ , and a series of year and province dummies.
This results in an R2 of .97. To eliminate η and have prices be fully determined by the states, I draw a simulated price value
for each evaluated function point.

This strong fit suggests that a non-stationary dynamic problem, where value functions are allowed to vary by province and
plants perfectly forecast aggregate shocks, will capture almost all of the necessary variation that a strategic model (or one that
depends on aggregate states) would.

4.3 Continuous State Variable Evolution Processes

Both plant-level transition processes (cc and µ) are assumed to be continuous, and largely dependent on variables that are
pre-determined. However, contemporaneous shocks may influence both µ and cc for some plants.

Thus, a variety of methods are used to estimate these processes: OLS for a baseline specification, IV regressions to
examine endogeneity concerns in the wedge regression, and, finally, a Seemingly Unrelated Regressions specification to
determine whether it is important to account for possible correlations between the error terms across the two processes.

4.4 Dynamic Solution Concept and Estimation

The dynamic model is solved using collocation methods along with value function iteration in the terminal period and back-
wards induction in all prior periods. Value functions are solved separately for reach time period. The function values are fed
into a Maximum Likelihood outer loop routine, and the EM algorithm is used to determine the distribution of plant types given
parameter estimates.
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4.4.1 Inner Loop

This can be thought of as incorporating nonstationary nested fixed point methods like Rust and Phelan (1997) into a continuous
state interpolation framework. It is important to note that this is not a discretized grid like in the classic Rust paper, but rather
a series of nodes at which I fit polynomials, I then interpolate between these points as in Fackler and Miranda (2002).

In the second to last period of the sample, plants assume that there is a stationary environment where value functions are
equivalent to that in T forever (in this case 2007). One can exploit this structure to develop an "inner loop" similar to the
classic Nested Fixed Point algorithm, but with an added series of backwards induction problems that firms use given their
terminal period value function.

The basic goal of the inner loop is to use the collocation method to find a series of basis functions that satisfy the fixed
point representation of the Rust (1987) model. This can be represented in the following way:

∑
rt p

φrt p(capi,µi,cci) = log(∑
x

exp(∑
r

Eµ,cc(πt p(cap)+βφrt p(cap+ x,µ ′i ,cc′i)))) (8)

The t p subscripts represent value functions that vary by year and province, and r represents each grid point. There are
RxT xP basis functions φ to be solved for. In some specifications, I include a finite mixture model in the investment cost
function (γ) which doubles the number of necessary functions to solve, which can be denoted as φ 1 and φ 2. For a solved VT ,
we can do backwards induction for the value functions in all prior periods (that have their own πT−1, etc.).

Discretizing the Investment Space: While cc and µ are treated as continuous and allowed to evolve via AR(1) pro-
cesses, it is still necessary to discretize the investment decision. Kmeans clustering suggests the data can be neatly partitioned
into 200 MW and 800 MW investment points. In order to account for measurement error showing up as small investments,
and to better capture larger firms, I shift these bins up by 200 MW into two sizes of "medium" (400 MW) and "large" (1000
MW). Investments under 100 MW are binned as 0.

4.4.2 Outer Loop

The outer loop requires minimizing the likelihood function implied by the continuous Rust model. Given the solved EV

function for each year t and market p on grid points r, the following likelihood for each investment choice a results:

Pt p(a = x|s) =
exp(πt p(s)− γ(a)+β ∑r φrt p(s+a))

∑x exp((πt p(s)− γ(a)+β ∑r φrt p(s+ x)))
(9)

Incorporating Entrants: The specification of an entrant’s initial investment problem admits a probability of invest-
ment conditional on a plant’s type, which is incorporated into its likelihood contribution along with the series of additional
investments the plant makes.

With this value function and a guess for κ , the model determines an entry probability. Given an assumed number of
potential entrants, the entry probability will predict an expected number of entrants. I thus include this entry probability as a
function of κ in the MLE routine.

I discretize the entrant investment grid at 100, 300, 600 and 1200 MW based on the empirical distribution of initial
investment decisions, and impose that σe = .75∗σi to account for the higher number of discrete choices.

Likelihood Functions: A plant’s likelihood contribution is expressed by Pt p(a = x|s) above. Since there are discrete
types, it is necessary to consider a plant’s likelihood conditional on their type k. That is, Pt p(a = x|s,k). The structure of their
likelihood contribution is still the same, but different conditional likelihoods will occur as different dynamic parameter values
are considered for each type.

For a plant that is observed the entire duration of the sample, I assume their initial capacity is exogenous. For plants
that enter during the sample, they have likelihood contributions related to their entry decision and initial investment decision.
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Denote the probabilty of this decision as Pei
t p(a = x|k). Given the exponential form of Fκ , the likelihood of a given plant

entering is equal to Pe
t p(entry|k) = 1− exp(−κV E(sit)). The total conditional likelihood of each plant’s decisions is the

product of their entry decision, their initial investment decision, and every investment or non-investment decision they make
while in the sample.

The likelihood of non-entry for the remaining potential entrants is calculated separately. As in Jia Barwick et al. (2019)
and Seim (2006), I affix the number of potential entrants as twice the maximum number of entrants observed in a market. For
plants that do not enter, the terms inside the product expression are necessarily not included.

Let p̂k be an estimate of the unconditional probability of being type k. Using Bayes’ theorem, the likelihood of being a
type (in this case, type 1 of 2) conditioned on the observed data is:

P(k = 1|z,θ , p) =
p̂1Li(z,θ |1)

p̂1Li(z,θ |k)+ p̂2Li(z,θ |2)
= P̂1 (10)

An analogous equation holds for type 2. The unconditional likelihood is thus: li(z,θ) = ln∑k P̂kLi(z,θ |k). For a given set
of probability estimates, θ̂ = argmaxθ ∑i li(z,θ). To search over θ I use the BFGS algorithm. Given a new value of θ̂ and P,
new guesses for p can be calculated, and one can iterate in this manner (the EM algorithm) until the estimates for all 3 objects
converge.

5 Empirical Results

5.1 Planner Behavior Model

Table 7: Allocation Model Estimates of 1/σ = β s - Regulator Cost Coefficient
(IV) (IV) (OLS) (IV) (IV)

Estimate 1.63 .235 .77 1.33 2.7
SE (.926) (.130) (.292) (1.02) (1.33)
Individual FEs Yes No Yes Yes Yes
Province FEs No Yes No No No
Cragg-Donald F 18.35 567 17.88 18.42
J Stat p-value .40 .07 .18 .47
Capacity Modified for Exports No No No Yes No
Fringe Modified for Imports No No No No Yes

Notes: σ is variance of unobserved cost shocks. σ −−> 0 would be consistent with the most efficient plant according to linear marginal cost producing
at maximum capacity first, then the next, etc. Models include year FEs, N = 1503 without import/export, 1367 with export, 1407 with import. Standard
errors are robust.

Quantity Allocation: Individual fixed effects dramatically affect the results. This is likely for two reasons: one, there
is genuine unobserved heterogeneity in the type of plants that are operating. For example, even controlling for size, there will
be "peak" and "baseline" plants that are meant to serve different parts of the demand curve. Second, there is likely a time-
invariant component of misallocation. If the wedges include, say, political connections because of who a plant’s manager is,
then these would not be expected to change over the timeframe of the sample.

The inclusion of imports in the fringe composite firm is substantial. However, including exports makes the estimate
insignificant and is not substantially different from the IV specification without either. Given that the export and import
inclusion requires a series of strong assumptions and extensive data imputation, I opt for the specification that does not
include them in my dynamic analysis. This also avoids specifying further dynamic assumptions for import/export processes.

An estimate for σ of around .62 (1/1.61) in my preferred specification suggests that the unobserved cost shocks that realize
through the year are extremely important. Given an average marginal cost of around .19, intra-annual shocks are clearly a
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large factor in determining which plants get allocated production. The other specifications suggest an even larger role for these
shocks, with values closer to 0 for β s implying planners care very little about costs.

Estimates suggest that the fixed effect accounts for 59% of the variance of µ , so both persistent and idiosyncratic residual
production are important.

Table 8: Confidence Interval for 1/σ Under Varying Validity Assumptions
Lower Bound Upper Bound

Estimate 2.4 .73

Notes: σ is variance of unobserved cost shocks, or the coefficient on marginal cost. Dependent variable is log utilization minus log
fringe utilization. Estimates are bounds created from procedure using proposition 5 in Nevo and Rosen (2012). Specification includes
year and individual FEs.

Nevo and Rosen (2012) Confidence Interval Results: Even under extremely invalid instruments, the results indicate
that planners are taking cost into account statistically significantly differently from 0. But, if we interpret these unobserved
shocks partially as taste (and not just unobserved costs), then models with much larger coefficient values than these would be
closer to merit-order dispatch. The best sense of this comes from comparing the ratio of 1

σ
∗ cc to µ in each scenario.

5.2 State Evolution Processes

Table 9: State Transition Processes
Parameter Separate OLS Separate OLS Separate OLS Separate OLS+IV SUR

Cost
ζ0 (Intercept) .06 (.005) .19 (.01) .19 (.02) .19 (.01) .12 (.01)
ζ1 (Lag) .78 (.02) .71 (.02) .67 (.02) .71 (.02) .71 (.02)
ζ2 (Log Cap) -.02 (.002) -.03 (.002) -.02 (.002) -.02 (.002)

Wedge
τ0 (Intercept) .01 (.01) -.003 (.06) -.03 (.05) -.07 (.08) -.06 (.05)
τ1 (Lag) .26 (.02) .19 (.02) .17 (.02) .17 (.02) .18 (.02)
τ2 (Log Cap) -.02 (.01) -.016 (.01) -.02 (.01) -.02 (.007)
τ3 (Cost) .89 (.07) .97 (.07) .96 (.14) .92 (.06)

Year FEs No No Yes No No
First Stage F 152
Error Correlation -.01 (BP Test p = .58)
N 1498 1498 1498 1498 1498

Notes: Section headers refer to dependent variables. Standard errors in parentheses. Costs are instrumented with lags in the IV speci-
fication for wedges, while the capacity regression is never instrumented due to timing assumptions. Dependent variables are fuel costs
and estimated wedges from allocation model.

Once capacity is included in both regressions, the coefficients are not sensitive to the choice of specification . Year fixed
effects attenuate the persistence of marginal costs, but otherwise the AR(1) coefficient is consistent across regressions. µ

is less persistent than may be expected given that it can represent lasting political considerations, and in future work I will
present results with fixed and varying components of µ evolving separately.

Marginal costs are highly persistent, and decrease with changes in capacity. Similarly, larger capacity and lower costs
are both associated with lower allocated production. The positive effect of marginal cost is particularly strong, suggesting
inefficient plants are being aggressively propped up. A Breusch-Pagan test rejects the correlation of error terms across the two
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regressions. My preferred specification is for the two separate OLS regressions, as there is little change when using the more
complex IV and FE specifications.

5.3 Investment Cost Parameters

Following Cooper and Haltiwanger (2006), investment costs are parameterized as follows: γ(cap, inv) = γxcap+γqinv2/cap+

γl inv+ ε(x). γx varies by discrete type. This parameterizes the unobserved heterogeneity in investment costs. It is also
necessary to estimate the variance of the logit shock σl . For computational simplicity, plants only consider µ as a scalar and
do not differentiate between their fixed and random component. Since the µ process is allowed to be persistent, it serves as an
approximation to having a permanent and idiosyncratic component each period.

Table 10: Parameters + Costs for a 500 MW Plant Investing 400 MW

VARIABLES Baseline Mix Exogenous Entry Endogenous Entry

γl1 $230 Million $650 Million $550 Million $345 Million
γl2 $94 Million $104 Million $65 Million
γx -$7.6 Million $7.5 Million $11 Million $24.5 Million
γq $370,000 $167,000 $630,000 $540,000
p̂1 .67 .55 .57
p̂2 .33 .45 .43
σl $51 Million $34 Million $34 Million $34 Million
ρe .8 .3153
κ $620 Million
Observations 1,172 1,172 1,172 1,172

Notes: γl denotes linear investment cost, γx denotes fixed cost, γq denotes quadratic costs.
Types differ only in linear investment costs (l1 and l2)
p̂ denote probabilities of being each type in mixture models.
ρe represents cost-scaling term for entrants.
κ represents a fixed entry cost.

The mixture model creates a large divergence in the linear term for the specifications that include it: "high cost" types
essentially never invest, while low cost types have extremely cheap investment costs. One issue the mixture model faces
without incorporating the initial investment or entry decisions is it may tend toward a corner solution, where all non-investing
plants are grouped as one type, and all plants that ever invest as another. Thus, the $650 million figure for γl1 is likely not
without endogenous entry.

The fullest specification with fixed entry costs suggests they are steep at $620 million, and that linear investment costs
upon entry (as determined by ρe) are small compared to incumbent ones. Low-cost firms enjoy a substantial advantage over
high-cost ones in this specification, though not necessarily a prohibitive one like in specifications without endogenous entry.

The IEA estimates that capital costs are generally in the low thousands per kW (or low millions per MW, and thus hundreds
of millions per 100 MW). Depending on the specification, these estimates fall comfortably within or fairly close to these broad
industry estimates. For China specifically these numbers are not readily available.
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5.3.1 Inference

Table 11: 95% Raw Parameters and Standard Errors (Endogenous Entry Specification)
VARIABLES Parameter Value SE (2nd Stage) SE (All But VARs) SE (2 + Sim + VARs)

γl1 (high linear) .6642 .1326 .5958 2.43
γl2 (low linear) .1248 .0272 .0539 .11
γx (fixed) .0377 .0025 .0044 .0078
γq (quadratic) .0013 .00002 .00003 .00003
p̂1 (high type p) .60 .0983 .3550 .4161
σl (variance) 26.01 32.2 51.2 129.3
ρe (entry scale) .32 .21 .53 .68
κ (entry cost) .0021 .00001 .00003 .00003

Linear terms are optimized using logs, and SEs for t-statistics above are derived from the delta method. Columns include error from only the dynamic
MLE estimation, MLE error + error from the approximation to the revenue function, and error from these two sources + the VAR estimates, respectively.

Almost all parameters are highly significant according to the second stage standard error. Everything but the variance and
entry scaling parameter is significant at the 5% level, while for the entry scale term the implied confidence interval is at least
strongly bounded away from 1 (which means the costs are different from incumbents). Given the realistic point estimates
and strong goodness of fit (in the next section), this provides a strong case that the second stage is reasonably specified.
While the standard errors inflate somewhat when the error from approximating the revenue function is included, all terms for
incumbent low-cost plants (responsible for most of the investment that happens) is still precisely estimated. As such, in my
counterfactuals I will focus more on incumbent behavior than entrant behavior.

Once both the simulation error and error from all estimated VARs are included, a few additional parameters dip below
significance. But, most of the terms for low-cost incumbents remain precise. The entry cost parameter (the reciprocal of which
determines entry costs) still has extremely tight bounds. SEs are based off of gradient product approximation to the Hessian
for MLE, as in Crawford and Shum (2005) and others.

5.3.2 Goodness of Fit

Table 12: Observed vs. Predicted Mean Investment Probabilities

Type of Investment Observed Baseline Mix Mix + Entrant Endogenous Entry

Invest 1000 MW Bin 2.3% 1.0% 3.1% 2.0% 2.5%
Invest 400 MW Bin 6.4% 13.1% 8.5% 9.4% 5.9%
Invest 0 MW Bin 91.2% 86.0% 88.4% 88.5% 91.2%

Notes: Probabilities are weighted averages across both types, and pooled across years and provinces.

The baseline (non-mixture) model severely underpredicts large investment, which makes it a poor candidate for counterfactual
simulations. The endogenous entry model fits closest on all three values. See the appendix for a similar exercise regarding
initial entrant sizes, as well as the estimated probability of being either type based on investment behavior.

5.4 Value Function Estimates

5.4.1 Baseline Value Functions

Below are some national average value functions for 2006. Please see the appendix for graphical examples of different
provinces.
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Table 13: Predicted EVs (Post Entry) - National Average (mean µ and cc) ($ Million)

Initial Size Type 1 Type 2

100 MW 55.4 229.2
500 MW 173 285
800 MW 242 323
1500 MW 378 414

Notes: Results are averaged across provinces. Mean µ is -.05, and mean mc is .18 (000 RMB/MWh). Results are based on 2006 value
function.

With average entry costs of around $660 million, the vast majority of potential entrants won’t receive a draw that makes
entry worthwhile. Given the assumption on PEs, well under half do, so this is not surprising. Otherwise we can see that the
type values converge strongly at higher capacities, which is due to the fact that the return on investment becomes small enough
that investment costs will not matter.

5.5 Investment Policy Responses

A key goal of this analysis is to see how investment behavior changes in response to changes in µ . A change in µ implies
a change in EV , and given our dynamic parameters it is straightforward to calculate a new EV for a new value of µ and the
ensuing policy function changes. To start, I examine what happens when plants receive a one time µ shock of one standard
deviation. Reported functions are for type 2 (low cost) plants as type plants functionally do very little investing.

Table 14: Investment Policy Functions (Type 2) in Response to a One-Time µ Shock, (500 MW, 2006)

Type of Investment Baseline -1 SD -2 SD

Invest 1000 MW Bin 2.67 % 2.60% (2.6% change) 2.52% (3.1% change)
Invest 400 MW Bin 6.24% 6.18% (1.0% change) 6.12% (1.0% change)
Invest 0 MW Bin 91.1% 91.2% 91.4%

Notes: Mean µ is -.05, mean mc is .18 (000 RMB/MWh). Results are averaged over provinces. One SD in µ is .4.

While the baseline probabilities are fairly small, even a one-time on SD change in µ causes a plant to make a large
investment nearly 3% (not percentage points) less frequently, with a 2 SD change resulting in almost 6%. Aggregated over
hundreds or thousands of plants, this could have a significant effect on average sizes and thus costs. See the appendix for
details on the monetary returns to µ .

Changes in µ would not always be just a one-time event, given how important the fixed effects were in estimating the
planner behavior model. I also consider persistent changes for µ . Calculating these requires more than just a simple shift in
the value function. Rather, this assumes that plants optimize under a different dynamic process. A persistent shock in µ is
modeled as an addition to τ0, the intercept term:
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Table 15: Investment Policy Functions (Type 2) in Response to Permanent µ Shock, (500 MW, 2006)

Type of Investment Baseline -1 SD -2 SD +1 SD +2 SD

Invest 1000 MW Bin 2.67% 1.09% .07% 6.71% 10.1%
Invest 400 MW Bin 6.24% 4.74% 4.16% 7.64% 7.94%
Invest 0 MW Bin 91.1% 94.2% 95.1% 85.7% 82.0%

Notes: Mean µ is -.05, mean mc is .18 (000 RMB/MWh). Results are averaged over provinces. One SD in µ is .4. Results are generated
by solving for new value function with shifted intercept in AR(1) process.

Here investment probabilities are drastically altered: a persistent 1 SD change in µ lower a plant’s large investment
probability by over 50%, and their medium investment probability by almost 1/3. At 2 standard deviations, large investment
goes to almost 0. These results show that persistent changes in µ are extremely important to plants when making their dynamic
investment decisions, and that any kind of favoritism persistent changes in µ captures is consequential.

5.6 Changes in Entry

Table 16: Entry Policy Functions in Response to Permanent µ Shock, 2006

Plant Type Baseline With Shock % Change

High Cost 35.8% 37.5% 4.7%
Low Cost 45.5% 46.9% 3.1%

Notes: Results are averaged over provinces. One SD in µ is .4. Results are generated by putting value function estimates with and
without µ shock into entry probability function.

For high cost (type 2) plants, entry rates are substantially impacted. Plants that would know in advance they are to receive a
higher µ by one standard deviation are almost 2 percentage points more likely to enter, an overall change of 5%. Low cost
plants, who are already likely to receive favorable profits, are less impacted, though still significantly. Because less of their
expected profits relies on receiving favorable µ draws, we would expect their decisions to respond less.

6 Counterfactuals

6.1 Static Reallocation

The first counterfactual is simple: keeping capacities fixed, eliminate all dispersion in µ . For computational simplicity, these
results take µ as the sum of the fixed and random component together. Measuring the gains from reallocation is slightly
difficult since production can substitute away or toward the fringe. I thus solve for the µ that can be allocated to each plant to
keep the fringe’s share constant. This µ is equal to µa = (∑i β0+β1cci+µi)

(∑i β0+β1cci)

Overall, the cost savings per unit across the plants included in the sample is about 2.8%. Considering there is "no spot
market" determining production, this is a modest loss. There is at least one major driver of this small magnitude: as demon-
strated in Eisenberg (2019), the largest cost differences are cross-province rather than intra-province. Thus, within-province
reallocation, considered only in the static sense, may not improve efficiency much in this market. There are thus no easy paths
for China to become more efficient: while there are gains from reallocation to be had, they will remain overall modest without
transmission infrastructure improvements or advances in generation technology.

To make sure the small gains don’t just come from modeling error, we can now reassess the comparison to the US data
and see if eliminating dispersion results in improvements when compared to other countries:
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Table 17: Correlation Between Utilization and Heat Rate: US vs China by Year

Year Baseline China Baseline US Counterfactual China

2000 -.03 -.34 -.13
2002 .02 -.39 -.14
2003 -.13 -.15 -.21
2004 -.05 -.21 -.23
2005 -.02 -.20 -.21
2006 .09 -.46 -.02

Notes: Results are averaged over provinces. Counterfactual results are generated by eliminating dispersion in policy distortions, but
keeping fringe share fixed.

In some years, the reallocation brings China’s correlations almost exactly in line with the US, and results in a substantial
improvement in almost all years. This validates the wedge measurement exercise: eliminating dispersion in µ results in a
market where cost and production are more tightly correlated, but not to an artificially extreme degree.

Savings are generated by a positive correlation between µ and costs (.33), and a negative correlation between µ and
capacities (-.25) 15. Planning policies on average are favoring high-cost and smaller plants at the expense of the more efficient
large plants. While these gains are modest in percentage terms, in this incomplete sample they still account for over $3 Billion
(roughly $5 billion if you assume the rates apply in 1999 and 2001, the missing years, as well). If heat rate figures are used
to simulate counterfactual carbon emissions, then damages range from an additional $90 million to $1 billion depending on
which social cost of carbon is used (2015 ones can range from $11 to $105 per ton) according to the EPA (EPA, 2017).

If these figures are extrapolated to the entire universe of plants at the same rate, this gets as high as $7 or $8 billion (near
$11 billion with missing years) depending on whether you use capacity or production to weight the amount. Similarly, if you
apply 3% to more recent years, these figures would more than double due to the growth of the sector.

6.2 Investment

6.2.1 Baseline Counterfactuals

A small change in µ could drastically alter a plant’s return to capacity. Counterfactual policy functions suggest that plants
will invest very differently in response to their wedge changing.

To measure this directly I take a 400 MW plant and start it in the year 2000. Taking 100 draws of types and investment
probabilities, I simulate its investment path at the mean value of µ and under a persistent 1 SD decrease.

15The gains (or losses, which are generated from efficient plants that had too high µs for the estimated value of σ ) from shutting the µ’s down are heteroge-
neous by province. As can be seen from this graph, some provinces in some years stand to gain by as much as 20% from reallocation, while others would
suffer mild losses. Thus, while the average national level gain is small at around 3%, some provinces would benefit immensely. Because I am looking
only at gains in linear marginal costs, a province can "lose" from reallocation because I am not converting costs to the "regulator welfare" measure that is
implied by the discrete choice model, where all provinces would gain.
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Table 18: Average Simulated Capacity (MW)

Year Baseline -1 SD % Difference

2002 504 478 5.2%
2003 628 512 18.5%
2004 667 542 18.7%
2005 684 567 17.1%
2006 750 591 21.2%
2007 794 613 22.8%

Notes: Results are averaged over provinces. Results are generated by simulating investment paths starting in 2000 for a 400 MW plant
at mean cost. 1 SD in µ is .4.

Just seven years out, there is an over 20% reduction in a plant’s average size. This generates an roughly 10% difference
costs to the plant (due to returns to scale) from the same starting conditions. Combine this with a similar entrant investment
exercise:

Table 19: Average Simulated Initial Capacity (MW)

Year Baseline -1 SD % Difference

2002 562 441 21.5%
Notes: Results are averaged over provinces. Results are generated by simulating entry decisions in 2002. 1 SD in µ is .4.

The effect for initial investment is even stronger. It is clear that distorting a plant’s expected production level by 1 SD
of µ has a substantial effect on both its expected size and cost. If one combines the entry size penalty starting in 2002 and
simulates out to 2007, the cumulative size difference ends up being over 30%. Thus, taking the two decisions together, a
plant’s marginal cost could be drastically altered through the planner’s behavior. It is difficult to incorporate extensive entry
decisions into this efficiency framework, but if we take the firms that don’t enter to be 0, on average it will add another 5%
penalty. All together these distortions could reach near 40%. The dynamic consequences in terms of size and cost of these
distortions are quite substantial compared to static ones. But it is important to remember there may be positive objectives to
the government’s policy.

6.2.2 Concentration Counterfactual

µ being positively correlated with smaller sizes, combined with investment being especially responsive to allocation policies,
means that current allocation policy will flatten the plant size distribution. This may be by design: as mentioned before,
the exercise of market power is of great concern in restructured electricity markets, as examined in Borenstein et al. and
Borenstein et al. (2002). There is also a long history of government policy in procurement settings to encourage behavior just
like this, as documented in Krasnokutskata and Seim (2011), Saini (2011), and Marion (2011), among others.

To characterize the effect of current allocation policies on concentration, I take two representative plants: a 300 MW plant
(≈25th percentile) at the observed average µ for that size, and a 900 MW (≈75th percentile) plant at the observed average µ

for that size, and simulate their investment paths through 2007.
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Table 20: Simulated Capacity Paths (MW) at Observed Average µ by Size

Year 300 MW 900 MW Size Ratio

2002 446 958 2.06
2003 523 974 1.86
2004 575 995 1.73
2005 615 1015 1.65
2006 640 1032 1.61
2007 662 1058 1.60

Notes: Results are averaged over provinces. Results are generated by simulating investment paths starting in 2000 for a 300 MW plant
at observed mean µ for 300 MW plants, and a 900 MW plant at observed mean µ for 900 MW plants.

The size ratio of these plant sizes starts at around 2, but quickly shrinks as the smaller plant responds to its persistently
high value of µ . I then simulate investment paths swapping the expected µ’s for each plant. This would mimic a planner that
favors the more efficient, larger plant like the current policy regime is in effect favoring reducing concentration.

Table 21: Simulated Capacity Paths (MW) at "Switched" Average µ by Size

Year 300 MW 900 MW Size Ratio

2002 374 937 2.51
2003 424 1003 2.37
2004 465 1053 2.26
2005 501 1082 2.16
2006 523 1101 2.11
2007 545 1124 2.06

Notes: Results are averaged over provinces. Results are generated by simulating investment paths starting in 2000 for a 300 MW plant at
observed mean µ for 900 MW plants, and a 900 MW plant at observed mean µ for 300 MW plants, which is reversed from the baseline
simulation.

In 2007, the size ratio of the two plants is over 28% larger under the efficiency promoting regime. The disparity between
these two values of µ is equal to roughly one standard deviation, so these are not drastically different values. These simulation
results, compared with the observed correlations between µ and size, show that the current policy regime is doing a substantial
amount of plant size equalization. Results in the appendix analyze production that is allocated under both scenarios and
confirm that overall marginal costs increase significantly. In the following section I consider a situation parallel to this in more
depth.

The efficiency costs of lowered concentration: While markets vary substantially across China, we can use these repre-
sentative plants to set up a toy market for counterfactual analysis. I start by taking the capacities and marginal costs generated
by the simulations above, and assigning them to these two representative firms in each year. To determine aggregate produc-
tion costs, it is necessary to assign µ’s for several scenarios, aggregate demand, and fringe production/capacity for several
scenarios.

For aggregate production, I assume that initial market production starts at 1.15 times the total capacities of the non-fringe
firms. This ratio varies substantially in the data, with some markets having no fringe and others having fringes that take up a
large majority of the observed production. Thus, while this does not represent every market in China, it lands comfortably in
the range of what is observed.

Next, I assign for the intial fringe capacity to be 1200, equal to the total capacity of observed firms. Again, a 50% fringe
share market is within the observed range of the data. This number is also partially calibrated: it means that given the most
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favorable µ of the scenarios I consider, the highest realized utilizations for non-fringe firms fall between 90% and 100%.
Average utilizations throughout each simulation are much lower, similar to the data, but higher values are observed for some
plants.

Aggregate production and fringe capacity grow at the yearly rates observed in the data. This rate is determined by taking
the observed ratio of present to past year production for each year in the data. For example, demand grows by a factor of 1.39
from 2000 to 2002, but only 1.12 from 2002 to 2003. This captures part of the non-stationarity that is key to the modeling in
this paper.

The two concentration scenarios from above (and thus their values for µ) are used directly in this analysis. I also use a
third scenario where µ is just the average value observed in the data for each plant’s capacity level, but investment behavior
comes from firms who invest like they are receiving this level of µ . This allows me to decompose how much of the cost
difference across scenarios is due to direct misallocation across firms and how much comes from their distorted investment
behavior.

Table 22: Production (MW) At Observed Average µ by Size, Accounting For Investment

Year 300 MW 900 MW Cost Per Unit

2000 179 393 .167
2002 278 438 .163
2003 346 471 .160
2004 414 523 .158
2005 509 620 .157
2006 551 647 .155
2007 573 657 .154

Notes: Results are averaged over provinces. Results are generated by taking simulated investment paths starting in 2000 for a 300 MW
plant at observed mean µ for 300 MW plants, and a 900 MW plant at observed mean µ for 900 MW plants and allocating production
according to estimates.

Table 23: Production (MW) At "Flipped" Average µ by Size, With Observed Investment

Year 300 MW 900 MW Cost Per Unit Total Per Unit Difference

2000 108 535 .159 5.9%
2002 175 616 .156 4.5%
2003 220 666 .154 3.9%
2004 265 747 .153 3.3%
2005 327 885 .152 3.3%
2006 355 930 .151 2.6%
2007 370 944 .150 2.8%

Notes: Results are averaged over provinces. Results are generated by taking simulated investment paths starting in 2000 for a 300 MW
plant at observed mean µ for 900 MW plants, and a 900 MW plant at observed mean µ for 300 MW plants and allocating production
according to estimates.

These two scenarios establish a baseline: we see how much worse the observed costs become if we only impose direct
allocation losses and don’t change investment behavior. The two "flipped" scenarios work just as well as, for example shutting
down µ , because the object of interest is how much of the change in costs dynamic incentives are responsible for 16.

16With no µ (instead of high and low µ for the two plants), the dynamic losses would be smaller, but so would the direct losses from static misallocation.
There is no clear choice for which comparison is more conservative, and both are commensurate with the ranges observed in the data. For reference, the
distance between the 75th and 25th percentiles of µ is roughly equivalent to 1 SD.
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There are several competing factors in this dynamic analysis: since returns on investment are concave, they may be initial
cost savings from inducing the smaller firm to invest. In the long run as firms get larger, the relative smaller size of the 900
MW firm should dominate in terms of cost. There is no obvious timeframe ex ante to predict when this switch should occur.

Table 24: Production (MW) At "Flipped" Average µ by Size, Accounting For Investment

Year 300 MW 900 MW Cost Per Unit Per Unit Difference Dynamic Percent of Increase

2000 108 535 .159 5.9% 0 %
2002 175 616 .157 3.8% -18%
2003 220 666 .154 3.9% 0%
2004 265 747 .152 3.9 % 15%
2005 327 885 .151 4.0 % 18%
2006 355 930 .149 4.0 % 35 %
2007 370 944 .147 4.8 % 42 %

Notes: Results are averaged over provinces. Results are generated by taking simulated investment paths starting in 2000 for a 300 MW
plant at observed mean µ for 900 MW plants, and a 900 MW plant at observed mean µ for 300 MW plants and allocating production
according to estimates.

In the initial years, the dynamic effects have little to no impact. In 2002 the smaller plant’s investment actually decreases
overall costs! But by as early as 2004 the cost losses from distorted investment are apparent. In 2007, which is only 8 years
from the initial starting year, the cost increase nearly doubles. Given that the lifespan of a power plant is often decades, this
is fairly quick. Thus, while the dynamic losses are not uniform in every year, eventually they become as significant as losses
from direct misallocation. Any analysis that does not account for these dynamic factors severely understates the costs being
incurred by a policy regime like China’s. Heat rates tend to increase linearly with marginal costs, so these figures could be
applied to carbon emissions as well.

7 Conclusion

This paper has measured and demonstrated three key aspects of the Chinese coal power industry: In a static context, there
is widespread, but potentially modest misallocation of output across plants. Wedges are negatively correlated with capacity,
and positively correlated with costs, meaning current planning mechanisms favor smaller, high-cost plants at the expense of
larger, more efficient plants. This misallocation comes with significant environmental damage, as there is at least $90 million
in savings from lowered carbon emissions via reallocation, and at higher social costs of carbon this number approaches $1
billion. These figures refer to a subsample of the full universe of plants that have only 40% installed capacity, and it is likely
that they would more than double when extrapolated to every observation.

This misallocation generates significantly different investment behavior among plants than they would engage in without it.
This, paired with evidence from counterfactual simulations, provides ample evidence both that policy distortions are persistent
and plants are aware of this fact. The amount of misallocation in this industry, while potentially modest in a static model, can
nearly double in the dynamic context. To ignore the dynamic consequences of these policies is to ignore the vast majority of
the influence they have on the actual behavior of power plants. If misallocation is inducing suboptimal investment behavior
that means more coal is used than necessary, then this already carbon-intensive industry may be emitting more than it needs
to.

The investment patterns generated by this policy regime are consistent with concerns about market concentration: observed
policy distortions are clearly keeping the plant size distribution much flatter than they would be in a planning regime that
chiefly promoted cost efficiency. In future work I plan to do market-level simulations establishing some kind of optimal set of
wedges for a planner with a clearly defined objective function.
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Establishing these findings took several methodological contributions: I developed the first (to my knowledge) capacity in-
vestment model that incorporated nonstationarity, unobserved heterogeneity in costs, and perfect foresight over macro shocks
together. The incredibly complex regulatory environment in China requires all of these innovations to stay faithful to the
real-world setting these power plants are operating in. My approach allowed for a computationally tractable estimation that
was able to capture key macroeconomic shocks, market-level heterogeneity, plant-level heterogeneity, and forward-looking
behavior from plants over their expected stream of policy distortions.

This analysis also exploited a novel dataset on this industry, and developed a new framework for estimating misallocation
in the presence of hard capacity constraints and inter-market electricity transfers. This estimation technique exploits the
centrally planned nature of this market, and avoids imposing profit-maximizing production behavior on the power plants.
It imposes modest behavioral asummptions on planners themselves. Together, these models allowed me to provide the first
empirical investment cost estimates for the largest energy industry in the world. With the additional environmental externalities
associated with burning coal, the framework I developed also helps to answer questions that are central to climate change and
pollution policy.

This paper sets up a great deal of future work. This work serves as a first step in recovering the preferences of these
planners, in a manner similar to Timmins (2002). There are many added complexities in this environment, however: planners
have many plants to choose from in allocating any given unit of power production. Thus, in addition to considerations over
keeping retail electricity prices low (a likely component of current planning objective functions), I plan to model planners as
placing different Pareto weights on each plant, which will help to rationalize both their pricing levels and production.

There is also a vast amount of analysis to be done regarding the notion of private entry under regulatory uncertainty, or
where incumbents are politically favored in this context. There are very few papers relating political connections, corruption,
and emissions, and incorporating managerial data into model this explicitly would be extremely fruitful. My current dynamic
model should also be able to absorb an entry/exit model.

Finally, the wedges recovered from the static analysis should serve as an excellent outcome variable for reduced form and
policy analysis in this industry or other developing electricity industries. In a separate paper, I concentrate more specifically
on this kind of analysis, and evaluate the 2002 reforms in this market using some of the techniques I have developed in this
paper.
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8 Online Appendix

8.1 Data Construction

8.1.1 Physical Sample Construction

The largest possible sample from my overlapping datasets comes from the physical census of powerplants. Pre-cleaning, there
are 21,100 observations in total, with 4,136 unique power plants. The median span a plant is observed is just 4 years, which is
likely a combination of the high entry and exit seen in this dataset, as well as because of extensive measurement error in key
plant identifier variables. Despite this, there are a fair number of plants with uninterrupted observation spells (post entry). 113
Are present for the entire sample going back to 1995, while over 860 enter at a later year and are present for the rest of the
sample. All observations are missing 1996, 1999, and 2001. 1998 is a more relevant starting point as this is where any and all
financial data is available, in which case 208 plants are observed for the entire sample.

The first modification I make is to drop all "captive" power plants, which do not supply power to the electric grid, but
instead transmit directly to one client (usually a large industrial plant that also owns the power plant). This lowers the total
number of observations to 18166, and the number of unique power plants to 3,080. Now only 81 power plants are present for
the entire sample, while more like 755 plants have long and uninterrupted spells (longer than 3, present for the entire sample
period post entry). "Genuine exit" plants now constitute another 235 observations.

Finally, I drop all power plants whose maximum observed capacity is less than 50 MW. These plants are extremely small
compared to most of the players in the market, and are generally understood to operate by a different set of regulations because
of this. In sections of my analysis that require using total output, I use aggregate figures that include their production. This
halves the sample to 7,993, though the amount of aggregate capacity that is retained is well above 70%. There are now 50
plants present for the entire sample, 1,471 unique plants, and 522 "uninterrupted" plants.

8.1.2 Revenue Sample(s) Construction

When I incorporate financial information, I also drop plants that are anomalous in terms of heat rate (under 1% of the sample)
and output price (about 3% of the sample, with a cutoff of 5 times the median price). I also drop plants with over 100%
utilization (about 1.5% of the sample).

The key observations for this paper will be those that merge successfully with the NBS financial data. plants get featured
in this data when they are above a certain revenue threshold (5 million RMB from 1998 to 2011, 20 million RMB after 2011),
though due to possible measurement errors I do not assume that a plant’s absence from the NBS sample necessarily means it
is below this cutoff.

Output price information is available for 2,371 observations from 1998 to 2009 (with 1999 and 2001 missing physical
data). Input prices, which are a key component of marginal cost calculations, are only available through 2007, resulting in
2,073 observations. The limited input price sample is the basis for my first stage analysis, though using lags and instruments
cuts this number down. An even further limited sample is used in the dynamic analysis based on whether provinces have
enough plants investing to identify a likelihood function.

8.1.3 Sample Comparisons

Since the census data tends to cover larger plants, it skews slightly more toward the right tail than the physical sample.
However, the samples do not have radically different capacity distributions:
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8.1.4 A Note on State Ownership

Because my analysis is mostly run at the plant level, I largely abstract from state ownership concerns. In the sample used for
the static estimation, roughly 63% of plants have at least a majority state ownership, while only about 28% are part of the "big
5" companies that represent plants that used to be owned by the large state monopolist company before 2002.

8.2 Further Stylized Facts and Reduced Form Evidence

8.2.1 Market Heterogeneity

A major component of the model is that returns to investment may differ by province. In this section I present further evidence
on how provinces are heterogeneous in many different regards:
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Table 25: Histogram of Province-Level Utilizations, 1998
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Notes: Restricted only to sample that has full set of physical and financial variables. Production and capacity data come from confidential
power plant survey. Includes 30 provinces.

With some provinces averaging as low as .2 utilization overall in 1998, and others as high as above .7, heterogeneity
across provinces is large enough that plants located in different ones cannot be treated uniformly. Given these differing levels
of production, the return on investment already differs across markets at the earliest point in the sample. As time passes, this
distribution shifts, suggesting not all provinces are on the same path, either:

Table 26: Histogram of Province-Level Utilizations, 2003
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Notes: Restricted only to sample that has full set of physical and financial variables. Production and capacity data come from confidential
power plant survey. Includes 30 provinces.

As of 2003, average province-level utilizations have shifted higher, but the distribution is also less peaked. These differing
trajectories continue into 2007:
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Table 27: Histogram of Province-Level Utilizations, 2007
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Notes: Restricted only to sample that has full set of physical and financial variables. Production and capacity data come from confidential
power plant survey. Includes 30 provinces.

Here is yet another permutation: a bimodal distribution between .6 and .7, no province above .75, and no province below
.4 like. Provinces are neither staying at the same level over time, nor are they converging to a common level.

This provincial heterogeneity translates into differing investment rates:

Table 28: Investment Frequencies by Province, 1998
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Notes: Requires investment to be at least 20% of existing capacity. Firms are assumed to make only one investment over two year
periods generated by missing data. Graph covers all (30) provinces. Data comes from capacity panel in confidential physical power
plant survey. Includes 30 provinces.

The modal investment frequencies in 1998 appear to be around 10 and 20%. There is enough heterogeneity to suggest
different provinces have systematically different investment policies, and that any analysis that combines their data will not
be identified solely off of the investments in one or two provinces.
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Table 29: Investment Frequencies by Province, 2003
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Notes: Requires investment to be at least 20% of existing capacity. Firms are assumed to make only one investment over two year
periods generated by missing data. Graph covers all (30) provinces. Data comes from capacity panel in confidential physical power
plant survey. Includes 30 provinces.

Investment rates are overall much lower in 2003 than in 1998. The number of plants is much smaller in 1998, and plants
that invested back then are on average extremely unlikely to do so again. Overall, this is an extremely different distribution
only 5 years later.

Table 30: Investment Frequencies by Province, 2006
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Notes: Requires investment to be at least 20% of existing capacity. Firms are assumed to make only one investment over two year
periods generated by missing data. Graph covers all (30) provinces. Data comes from capacity panel in confidential physical power
plant survey. Includes 30 provinces.

8.2.2 Time Trends in Average Utilization

Utilizations exhibit a somewhat different pattern from production–capacity starts to get strained by about 2004, but then
utilization decreases. Demand is growing during this period, so this loosening of capacity constraints must be coming from
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investment and/or entry. While this may be largely due to restructuring-related shocks in 2002, or plants’ anticipation of those
shocks, this reinforces the story that the environment is nonstationary and payoffs are not evolving in a straightforward way:

Table 31: Average Utilization By Year, 1998-2007
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Notes: Restricted only to sample that has full set of physical and financial variables. For missing years, growth is assumed to be constant
across the 2 year gap. Production and capacity data comes from confidential power plant survey.
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8.2.3 Evolution of Investment Size

Table 32: Average Investment Size By Year (MW)
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Notes: Requires investment to be at least 20% of existing capacity. 1999 and 2001 are missing. Graph covers all provinces. Data comes
from capacity panel in confidential physical power plant survey.

Investment decisions have both an extensive margin (whether it is made or not) and an intensive margin. It may be that
investment rates and investment sizes followed drastically different patterns throughout the sample. There is a brief decline in
investment size in 2003, which may be explained by uncertainty in the wake of the 2002 restructuring. The increases toward
the end of the sample are probably due to modestly better technology, but not so severe that investments across years in this
sample are not directly comparable.
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8.3 Investment Probability by Size Graphs

Table 33: Investment Probability by Size, 1998
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Notes: Truncated at 2500 MW. Sizes have been divided into 25 bins. Requires investment to be at least 20% of existing capacity.
Investments are recovered from looking at year 2000 since 1999 is missing. Graph covers all provinces. Data comes from capacity panel
in confidential physical power plant survey.

Table 34: Investment Probability by Size, 2003
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Notes: Truncated at 2500 MW. Sizes have been divided into 25 bins. Requires investment to be at least 20% of existing capacity. Graph
covers all provinces. Data comes from capacity panel in confidential physical power plant survey.

Overall, investment rates are substantially lower across the board than in 1998. There are many more small investments,
but otherwise there is still no discernible relationship between size and investment. A large portion of the small investments
may be due to measurement error, but regardless, this graph reinforces the empirical findings in the paper that size does not
adequately predict investment.
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8.3.1 Multiple Investers

Table 35: Distribution of Investment Episodes, 1998-2007
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Notes: Requires investment to be at least 20% of existing capacity. 1999 and 2001 are missing. Graph covers all provinces. Data comes
from capacity panel in confidential physical power plant survey.

At the plant level, roughly half of observations never invest. For plants that do invest, the majority of them only do it once.
However, at least 50 investment (with a cutoff of at least 20% of existing capacity) episodes are done by plants who invest
more than once. Some of this may be due to "time to build" that is longer than one year, or small amounts of measurement
error since the investment panel has more than one underlying source. The presence of these "multiple investor" plants is
consistent with heterogeneity in costs.

8.4 Pricing Regression Analysis

Instrumenting for costs using the same instruments as the planner behavior function and including year and fixed effects on
prices nets the following result:

Table 36: Pricing Regression Estimates
(1)

VARIABLES α0 α1 α2

Estimate .22 1.03 -.03
SE (.07) (.15) (.008)

Notes: α0 is intercept, α1 is coefficient on marginal cost, α2 is coefficient on log capacity.
Data sources include both NBS census and confidential survey.
First stage F stat is 19, J stat p-value is .11, N = 1501.

Pricing regression estimates suggest that prices hew very closely to marginal costs: α0 represents a combination of what
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is likely a close to constant markup, akin to a return given in cost-of-service regulation, while α1 = 1.03 suggests that prices
and costs vary almost perfectly linearly. A significant coefficient for α2 means that large plants are actually penalized in the
prices they are given on top of having lower costs, which forms an additional potential "wedge" from the planning process.

8.5 More Estimation Details

8.5.1 Constructing Fringe Plants

A key component of the planner’s decision is the normalized fringe plant in each market. This representative firm has two
possible components: within-market fringe firms, and an "importer" firm.

Within-Market Fringe: The construction of the within-market fringe firm depends on additional production data from
plants that cannot be matched to the financial census. Since I observe both their capacities and their production levels, they
can be included in aggregate in each planner’s decisions.

Thus, denoting qw f
i as the production of each within-market fringe firm and capw f

i as their capacity, their utilization is
calculated from ∑i qw f

i and ∑i capw f
i .

Import Fringe Production: While most provinces in China are isolated with regards to their electricity production and
consumption, some inter-provincial transmission does take place. According to CEIC data, Beijing in 2003 produced roughly
1900 MW of electricity, and imported another 3500, since the entire province is one large city with little room for power plants
that would produce enough for its dense population. Meanwhile, Inner Mongolia exported roughly 3500 MW that year. The
two provinces have fairly similar populations, but Inner Mongolia is much more rural and rich with coal.

There are severe data limitations on import data: I do not directly observe which plants import, where each province
imports from, or what the actual transmission network looks like. I impute relevant values using aggregate data from CEIC
and the following assumptions:

Assumption I1: The provincial dispatcher treats imported electricity as though it is coming from one composite
plant. When production is being allocated, the simulated "importer plant" has its own imputed costs, capacity, and µ .

Assumption I2: The composite importer plant inherits the properties of other provinces via inverse distance weight-
ing. Given China’s weak transmission infrastructure, the vast majority of imported electricity likely comes from neighboring
provinces, as this is the shortest length of power line. This is not the exclusive means by which electricity is transmitted, ever.
"Two stage" transmission of electricity, where power travels through an intermediate province en route to its destination, does
happen in China 17. Thus, taking aggregate imports and apportioning them to other provinces as some kind of decreasing
function of distance is an attractive approximation.

To accomplish this, I take every pairwise combination of distances between the capitals of each province, and take the
inverse of its square. I then normalize each of these objects by the total sum, and this constitutes a province’s "weight" in the
importing province’s total imports 18.

Put more simply, let di j be the distance between province i and province j. Without loss of generality, let i be the importing
province. The import weight w ji from province j in province i is thus:

w ji =

1
d2

i j

∑ j′ 6=i
1

d2
i j

(11)

17For example, West to East transmission is referenced in Peng (2017).
18While these weights vary over time and take into account changes in each province’s capacity and cost makeup, this approach is not fully consistent with

the accounting nature of the underlying data yet. To do that, I need to restrict the weights to only come from provinces that exported in a given year, which
makes the problem somewhat more complicated. For now, I stick with the version of the imputation for simplicity’s sake.

43



This approach provides reasonable numbers for large parts of China. Take, for example, Chongqing which is a smaller
province in the middle of China. The weighting imputes that 20% of imports would come from Guizhou, 7% from Hubei,
21% from Sichuan, 6% from Shaanxi, 5% from Hunan, and under 5% from all other provinces. It is possible that even more
of Chongqing’s electricity imports come from these nearby provinces, but either way they are assigned a much larger weight
than distant areas.

There are some instances that may require more specific assumptions. For example, this approach leads one to assume
much of Beijing’s electricity is imported from Tianjin. This may be true, but it is unlikely given that these are both large cities.
More extreme outcomes, like electricity being transmitted across the country from Heilongjiang to Yunnan, are unlikely, and
this imputation assigns only a .4% weight for that combination.

With wi j in place for all possible combinations of provinces, it is possible to compute weighted averages of properties
from the exporting provinces. For capacity, I take each province and add up the total capacity across plants (in each year),
Ci = ∑ f ci f where i indexes provinces and f indexes plants. Then:

cimp,i = ∑
j

w jiC j (12)

Costs are a similar calculation, but with mean linear marginal costs rather than total ones. Each importing province has a
production amount, capacity, and marginal cost associated with its "importing plant", and they can be plugged into the model
with these properties as though they were a standard power plant.

Beijing imports a high percentage of its electricity every year, as mentioned earlier. According to this analysis, the imputed
importer marginal cost for Beijing in 2003 is .11, with an imputed aggregate available capacity of 13,325 MW. By comparison,
the (unweighted) mean MC in Beijing for that year .08, and the total available capacity is only 2480 MW. This imputation
thus supports the notion that Beijing has a limited amount of internal capacity available, and marginal costs are not so much
higher in neighboring provinces that importing would be prohibitively expensive.

Fringe Utilization: Total fringe utilization in this specification is thus the following sum:

qm0

cm0
=

qw f
m +qimp,m

cw f
m + cimp,m

(13)

8.5.2 Exports

Imputing Values For exports, I observe 521 of the possible 600 province-year combinations. Missing observations
may be due to measurement error or due to genuine "zeros" where a province did not export any electricity. In cases where
this distinction is ambiguous, the total amount exported would likely be small enough so as not to substantially change my
analysis.

For imports, there are 493 observations. So, it is necessary to impute trade balance data for fully missing observations, as
well as those where one of the two trade variables is missing.

To impute these missing trade balance values, I impute missing import and export values according to the following
process:

1. If there are observations before and after a missing value, use linear interpolation.

2. If a missing observation occurs before (or after) all import and export information, and both are available, get the ratio
of imports to exports in the earliest (latest) year where that is observed.

3. If one of imports or exports is observed and the other is missing, apply this ratio to impute the missing value.

4. If both imports and exports are missing for observations before or after all other import and export information, assume
a "real" 0.
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Exporting provinces require a different set of assumptions given that I do not observe which plants export nor the destina-
tion of exported electricity.

Assumption E1: The provincial authority only cares about their trade balance, not import and export separately.
This is to say that in reality most provinces do some amount of importing and some amount of exporting, likely because
transmission networks vary in quality within and across provinces. For the purposes of the structural model, this means that
province-year combinations will get categorized as either importers or exporters.

Assumption E2: Only the plants observed in the financial census data export. This assumption implicitly says that
since there is a revenue cutoff to be included in the financial census, only these plants would be economically important
enough to the province to be connected to the parts of the transmission network that are capable of crossing provinces.

Assumption E3: Plants that export do so in proportion to their observed production share. Given Assumption E2,
which decides who exports, Assumption E3 says how exports are distributed. This is effectively a capacity reduction for every
plant in the province. The planner has a certain amount of demand to meet, but unobserved constraints (be it federal policy or
infrastructure deficiencies) force them to export power. Given a market-level export number E, each plant’s effective capacity
is reduced by q

Q *E.

8.5.3 Dynamic State Space Approximation

Even exploiting the computational simplicity of Rust (1987), a 5-dimensional model is too computationally intense, and how
plants treat the aggregate states needs to be specified.

The full revenue function for each plant depends on µ , cap, cc, Q, p, and every other plant’s µ . I assume that plants
forecast the evolution of their µ and cc under uncertainty, but have perfect foresight over both market demand and other
macro shocks, as represented by market and year dummies. Thus there is now a unique EVmt function to be solved for each
province-year combination.

Combining the components of the static portion of the model, plants face the following revenue functions (including year
and individual fixed effects):

qit

capit
= exp(β0 +β1ccit +βi +βt +µit − ln(s0(Qmt ,µ j 6=i))) (14)

qit = sitcapit (15)

and

pit = α0 +α1ccit +α2ln(capit)+ηit (16)

This implies a static revenue function f (cc,mu,cap,Q,s0) that is known analytically, and can be approximated at a smaller
state space in dynamic estimation.

8.5.4 Other Dynamic Details

Chebyshev Grid The inner loop uses a system of equations that is set up to be just-identified. That is, there are R basis
functions and R node points, and I require for this equation to hold exactly true at these points. Given a choice for a number of
points R, I populate the grid using Chebyshev polynomial interpolation. Thus, anywhere other than these R points, the value
function will be approximated by a set of basis functions and not necessarily be exactly equal.
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Given a grid, I choose a set of initial guesses for φ and use function iteration to solve for the fixed point in the terminal
period. After this, I use backwards induction to separately solve each year in the sample. All markets and types are done
simultaneously using parallel computing methods.

Choosing R The grid size was chosen adaptively: starting from a small number of nodes, I increase the value along each
dimension until the log likelihood changed by less than .0001 with each node that was added. This results in a 14 x 9 x 14
point grid for capacity x µ x cc.

Restricting the Range Doing Chebyshev interpolation requires pre-specified bounded intervals. Given that I cut off my
sample at 50MW, I use this as the lower bound for capacity, and 4800 for the upper bound, which roughly corresponds to just
above the maximum observed capacity plus the largest investment in the sample.

8.6 Other Analysis

8.6.1 Provincial Reallocation Results

While the planner model an implied "planner surplus" term that could be calculated via a log-sum formula, this term is hard
to interpret since it does not correspond to actual costs paid on the market by coal plants. As such, the reallocation figures
presented in the paper are just based on linear marginal costs directly observed in the data. This makes it possible for provinces
to actually lose from reallocation, as the optimal utilizations implied by the planner model and only the observed costs will
be different. However, I find that overall this phenomenon is limited according to the following graph, as the vast majority of
provinces gain under both cost specifications. It is entirely possible that in reality, with unobserved costs fully incorporated,
some provinces are in fact giving too much production to their plants with low accounting costs, but in the interest of not
overestimating the model’s capability I do not analyze this in depth.
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Table 37: Percent Gain in Costs Per MWh Produced Via Reallocation by Province

Notes: Counterfactual results are generated by eliminating dispersion in policy distortions, but keeping fringe share fixed. Regions with
net losses are a result of estimated unobserved cost shocks not being included.

There is a great deal of heterogeneity in how much provinces stand to gain from reallocation, with several being over 20%
and the mode being between 0 and 5%. This suggests that increased transmission infrastructure plays an important role in the
development of China’s electricity sector.

8.6.2 Entrant Goodness of Fit

Table 38: Observed vs. Predicted Mean Entrant Investment Probabilities

Type of Investment Observed Preferred Specification

Enter 1200 MW Bin 19.7% 29.5%
Enter 600 MW Bin 26% 22.3%
Enter 300 MW Bin 16.2% 27.1%
Enter 100 MW Bin 38.2% 21.1%

Notes: Results are from assuming entry decision is exogenous, but initial investment decision is not. Distinct from incumbent investment
decisions in earlier tables. Probabilities are weighted averages across types, and pooled across all years and provinces.

The preferred specification with endogenous entry tends to overpredict large investment and underpredict small investment
for entrants. All of the other models tend to severely overpredict small investment (with exogenous entry netting a 48.1%
estimate). Since this specification also overpredicts 300 MW entry sizes, which are the closest to 100 MW, the aggregate error
here is potentially smallest. Given that the errors across models are comparable and the endogenous entry specification can
select entry rates, it remains the preferred choice.
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8.6.3 Conditional Type Probabilities

Table 39: Probability of Being Type 1 or 2 Based On Investment Behavior

Type of Investment P(Type 1) P(Type 2)

Ever Invest 1000 MW .07 .93
Ever Invest 400 MW .23 .77
Never Invest .69 .31

Notes: Type 1 is "high" cost, type 2 is "low" cost. Types are distinguished by their linear investment costs.

While low-cost types are heavily favored to invest, high cost types (1) engage in some investment behavior at all levels. Thus,
with endogenous entry also being considered, the model is not simply fitting all investors to be low cost and all non-investors
to be high cost. This is a risk without incorporating the entry decisions, since the timeframe considered is short enough that
many plants do not invest. All other specifications produce such results.

8.6.4 Example Provincial Value Functions

Below are the estimated value functions with exogenous entry by size at mean cost and µ values for two provinces: Hebei in
the northeast, and Guangdong in the south:

Notes: Estimates reflect value function from dynamic model. Values are capped at 2500 MW as plants larger than this are not observed
in this province/year combination. Values are for Hebei only. Mean µ is -.05, mean mc is .18 (000 RMB/MWh).
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Notes: Estimates reflect value function from dynamic model. Values are capped at 2500 MW as plants larger than this are not observed
in this province/year combination. Values are for Guangdong only. Mean µ is -.05, mean mc is .18 (000 RMB/MWh).

Two consistent takeaways emerge across provinces: the return to size is much larger at smaller capacities, and low cost
types have much higher lifetime values than high cost ones. Value function shapes differ significantly across types, intercepts
are different across provinces, and the yearly value functions clearly have somewhat different slopes. This suggests that there
are returns to modeling heterogeneity in all three dimensions.

8.6.5 Additional Investment Analysis

Table 40: Investment Policy Functions in Response a One-Time µ Shock, Myopic plant (500 MW, 2006)

Type of Investment Baseline -1 SD -2 SD +1 SD +2 SD

Invest 1000 MW Bin .14% .13% .12% .15% .16%
Invest 400 MW Bin 1.3% 1.2% 1.2% 1.3% 1.4%
Invest 0 MW Bin 98.6% 98.7% 98.7% 98.5% 98.4%

Notes: Myopic plants only react to present value of µ , and do not incorporate it into future value stream. Mean µ is -.05, mean mc is
.18 (000 RMB/MWh). Results are averaged over provinces. One SD in µ is .4.

Here I present results for a plant that is not forward looking, to get a sense of how important dynamic considerations with
µ are. The baseline probability is dramatically different without uncertainty, but the impulse responses are clear: forward-
looking plants change their investment behavior to an equivalent change in µ by almost 3 times as much. Thus, dynamic
considerations in a plant’s stream of misallocation wedges is extremely important in considering their investment behavior.

We can further investigate the importance of µ over time by seeing how much money it is worth. The returns to an initial,
one-time shock in µ are straightforward to calculate:

%return = ∑
m

EVtm(µ +SDmu,cap,mc′)−EVtm(µ,cap,mc)
EVtm(µ,c+ x,mc)

(17)
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Where cap, µ , and mc and t must be chosen beforehand. Varying these to commonly observed or modal values can give us
an understanding of how µ differs in importance to different kinds of plants. Below are both absolute and percentage returns
to a one-time, one SD increase in µ .

Table 41: Return on a 1 SD Initial Increase in µ (500 MW, 06, $Million)

Initial Size Type 1 Type 2

100 MW 3.64 4.65
500 MW 11.5 12.2
800 MW 16.2 16.6
1500 MW 25.4 25.7

Notes: Results are averaged across provinces. Mean µ is -.05, and mean mc is .18 (000 RMB/MWh). Results are based on 2006 value
function. 1 SD of µ is equal to .4.

Type 1 (high cost) plants are less able to exploit their increase in µ because they are less likely to invest and reap further
benefits from it. However, this is a higher proportion of their total lifetime value.

Table 42: Return (Percentage) on a 1 SD Initial Increase in µ (mean cc, 06)

Initial Size Type 1 Type 2

100 MW 5.2% 1.3%
500 MW 5.2% 3.2%
800 MW 5.2% 3.9%
1500 MW 5.2% 4.7%

Notes: Mean µ is -.05, mean mc is .18 (000 RMB/MWh). Types are differentiated by linear investment cost terms, where type 1 is
"high" cost. Results are averaged over provinces.

A one-time (rather than persistent) change by 1 standard deviation of µ , averaged over provinces, changes a plant’s value
by 5% for high-cost types, and 1-3% for low-cost types. This comes from both a direct increase in profits, as well altered
investment behavior. Because more of a type 2 plant’s profits come from reaching a large size, µ matters less for them over
time.

8.6.6 Additional Counterfactuals

Below is one additional scenario for the concentration counterfactuals, to help contextualize what sorts of losses of efficiency
happen with different distributions.
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Table 43: Production (MW) With No µ by Size, Observed Average Investment

Year 300 MW 900 MW Cost Per Unit Total Per Unit Difference

2000 140 462 .163 2.5%
2002 222 524 .159 2.5%
2003 278 564 .157 1.9%
2004 334 630 .155 1.9%
2005 411 746 .154 1.9%
2006 445 781 .153 1.3%
2007 463 793 .152 1.3%

Notes: Results are averaged over provinces. Results are generated by taking simulated investment paths starting in 2000 for a 300 MW
plant at observed mean µ for 900 MW plants, and a 900 MW plant at observed mean µ for 300 MW plants and allocating production
according to estimates.
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